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Experiment!

Make it your motto day and night.
Experiment,

And it will lead you to the light.

The apple on the top of the tree
Is never too high to achieve,
So take an example from Eve...
' Experiment!

Be curious,

Though interfering friends may frown.
Get furious

At each attempt to hold you down.

If this advice you only employ,
The future can offer you infinite joy
And merriment ...
Experiment
And you’ll see!

CoLE PORTER*

*“EXPERIMENT" from “NYMPH ERRANT,” c. & a. Cole Porter. Copyright @ 1933 larms Inc.
Reproduced by kind permission of CHAPPELL & COMPANY LIMITED for the territory of
World (ex. U.S.A., Canada and Scandinavia). © 1933 WARNER BROS. INC. Copyright Renewed.
All Rights Reserved. Used by permission.



When the Lord created the world and people to live in it—an enterprise which,
according to modern science, took a very long time—I could well imagine that He
reasoned with Himself as follows: “If I make everything predictable, these human
beings, whom I have endowed with pretty good brains, will undoubtedly leam_
to predict everything, and they will thereupon have no motive to do anything at
all, because they will recognize that the future is totally determined and cannot
be influenced by any human action. On the other hand, if I make everything
unpredictable, they will gradually discover that there is no rational basis for any
decision whatsoever and, as in the first case, they will thereupon have no motive
to do anything at all. Neither scheme would make sense. I must therefore create a
mixture of the two. Let some things be predictable and let others be unpredictable.
They will then, amongst many other things, have the very important task of
finding out which is which.”

E. F. SCHUMACHER*

* From Small Is Beautiful. Used by permission
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Preface to the Second Edition

In rewriting this book, we have deeply felt the loss of our dear friend and col-
league Bill Hunter (William G. Hunter, 1937-1986). We miss his ideas, his
counsel, and his cheerful encouragement. We believe, however, that his spirit
has been with us and that he would be pleased with what we have done.

The objectives for this revised edition of Statistics for Experimenters remain
the same as those for the first:

1. To make available to experimenters scientific and statistical tools that can
greatly catalyze innovation, problem solving, and discovery.

2. To illustrate how these tools may be used by and with subject matter
specialists as their investigations proceed.

Developments that would have delighted Bill are the receptive atmosphere
these techniques now encounter in industry and the present universal availability
of very fast computers, allowing* where necessary, the ready use of computa-
tionally intensive methods.

Under such banners as “Six Sigma,” management has realized the impor-
tance of training its work forces in the arts of economic investigation. With this
democratization of the scientific method, many more people are being found with
creative ability and unrealized aptitude for problem solving and discovery. Also,
the “team idea” not only accelerates improvement but identifies such natural lead-
ers of innovation and can allow them to lead. To make such initiatives possible
the modern philosophy and methods of process improvement must be taught at
all levels of an organization. We believe both trainers and trainees engaged in
such efforts will find this book helpful. Also based on a long experience, we

*All the computations in this book can be done with the statistical language R (R Devclopment
Core Team, 2004), available at CRAN (http://cran.R-project.org). Functions for displaying anova and
lambda plots, for Bayesian screening and model building are included in the BHH2 and BsMD R-
Packages and available at CRAN under contributed packages. There is as well commercial sofiware,
such as the SCA Statistical System, which some readers will find easier to use.
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believe the material in this book provides appropriate training for scientists and
engineers at universities whose needs have in the past been frequently neglected.

The material of the original book has been rearranged and largely rewritten
with the object of ensuring even greater accessibility to its users. In addition, a
number of new things have been introduced or emphasized:

The many issues, in addition to statistical considerations, that must be atiended
to in a successful investigation.

The need to work closely with subject matter specialists..

The importance of choosing a relevant reference set.

The value of graphical techniques as an adjunct to more formal methods.

The use of inactive factor and canonical spaces to solve multiple response
problems.

The greatly increased efficiency sometimes achievable by data transformation
using “lambda plots.”

The understanding of error transmission and its use in designing products
and processess that are least affected by (robust to) variation in system
components.

The value of split plot and similar arrangements in industrial experimentation
particularly in the design of environmentally robust products and processes.

The value of a sequential approach to problem solving and in particular the
sequential assembly of experimental designs.

How to choose the best follow-up runs.

The acquiring of investigational technique by hands-on design of some simple
device (e.g., a paper helicopter).

How empiricism can lead to mechanism.

The use of randomization and blocking to allow analysis “as if” standard
assumptions were true.

The use of complex experimental arrangements, in particular Plackett Burman
designs and their analysis.

The design information function.
An introduction to process control, to forecasting, and to time series analysis.
A fuller discussion of evolutionary process operation.

USING THE QUESTIONS AND PROBLEMS

The questions and problems at the end of each chapter can be used in two ways.
You can consider them for review before reading the chapter to help identify
key points and to guide your reading and you can consider them for practice and
exercise after reading this chapter. You may also find helpful the collection of
quotes on the inside covers of this book.
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As you apply these ideas and especially if you meet with unusual success or
failure, we shall be interested to learn of your experiences. We have tried to write
a book that is useful and clear. If you have any suggestions as to how it can be
improved, please write us.
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CHAPTERI

Catalyzing the Generation
of Knowledge

1.1. THE LEARNING PROCESS

Knowledge is power. It is the key to innovation and profit. But the getting of
new knowledge can be complex, time consuming, and costly. To be successful in
such an enterprise, you must learn about learning. Such a concept is not esoteric.
It is the key to idea generation, to process improvement, to the development of
new and robust products and processes. By using this book you can greatly sim-
plify and accelerate the generation, testing, and development of new ideas. You
will find that statistical methods and particularly experimental design catalyze
scientific method and greatly increase its efficiency.

Learning is advanced by the iteration illustrated in Figure 1.1. An initial idea
(or model or hypothesis or theory or conjecture) leads by a process of deduction
to certain necessary consequences that may be compared with data. When con-
sequences and data fail to agree, the discrepancy can lead, by a process called
induction, to modification of the model. A second cycle in the iteration may thus
be initiated. The consequences of the modified model are worked out and again
compared with data (old or newly acquired), which in turn can lead to further
modification and gain of knowledge. The data acquiring process may be scientific
experimentation, but it could be a walk to the library or a browse on the Internet.

Inductive-Deductive Learning: An Everyday Experience

The iterative inductive—deductive process, which is geared to the structure of the
human brain and has been known since the time of Aristotle, is part of one's
everyday experience. For example, a chemical engineer Peter Minerex* parks

*Can you guess why he's called Peter Minerex?

—

S’alislfcs Jor Experimenters, Second Edition. By G. E. P. Box, J. S. Hunter, and W. G. Hunter
Copyright ® 2005 John Wiley & Sons, Inc.
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Data (facts, phenomena)

2 VNA

Deduction Induction Deduction Induction

R e

Idea (model, hypothesis, theory, conjecture)

Figure 1.1. lterative leaming process.

his car every morning in an allocated parking space. One afternoon after leaving
work he is led to follow the following deductive—inductive learning sequence:

Model: Today is like every day.

Deduction: My car will be in its parking place.
Data: 1t isn’t.

Induction: Someone must have taken it.

Model: My car has been stolen.

Deduction: My car will not be in the parking lot
Data: No. It’s over there!

Induction: Someone took it and brought it back.

Model: A thief took it and brought it back.
Deduction: My car will have been broken into.
Data: 1t's unharmed and unlocked.

Induction: Someone who had a key took it.

Model: My wife used my car.
Deduction: She probably left a note.
Data: Yes. Here it is.

Suppose you want to solve a particular problem and initial speculation pro-
duces some relevant idea. You will then seek data to further support or refute this
theory. This could consist of some of the following: a search of your files and
of the Web, a walk to the library, a brainstorming meeting with co-workers and
executives, passive observation of a process, or active experimentation. In any
case, the facts and data gathered sometimes confirm your conjecture, in which
case you may have solved your problem. Often, however, it appears that your
initial idea is only partly right or perhaps totally wrong. In the latter two cases,
the difference between deduction and actuality causes you to keep digging. This
can point to a modified or totally different idea and to the reanalysis of your
present data or to the generation of new data.
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Humans have a two-sided brain specifically designed to carry out such con-
tinuing deductive—inductive conversations. While this iterative process can lead
to a solution of a problem, you should not expect the nature of the solution, or
the route by which it is reached, to be unique.

Chemical Example
Rita Stoveing,* a chemist, had the following idea:

Model

Deduction

Data

Induction

Model
Deduction

Data

Induction

Because of certain properties of a newly discovered catalyst, its

presence in a particular reaction mixture would probably cause
chemical A to combine with chemical B to form, in high
yield, a valuable product C.

Rita has a tentative hypothesis and deduces its consequences but

has no data to verify or deny its truth. So far as she can tell
from conversations with colleagues, careful examination of the
literature, and further searches on the computer, no one has
ever performed the operation in question. She therefore decides
she should run some appropriate experiments. Using her
knowledge of chemistry, she makes an experimental run at
carefully selected reaction conditions. In particular, she guesses
that a temperature of 600°C would be worth trying.

The result of the first experiment is disappointing. The desired

product C is a colorless, odorless liquid, but what is obtained
is a black tarry product containing less than 1% of the desired
substance C.

At this point the initial model and data do not agree. The

problem worries Rita and that evening she is somewhat short
with her husband, Peter Minerex, but the next morning in the
shower she begins to think along the following lines. Product
C might first have been formed in high yield, but it could then
have been decomposed.

Theory suggests the reaction conditions were too severe.
A lower temperature might produce a satisfactory yield of C.

Two further runs are made with the reaction temperature first
reduced to 550°C and then to 500°C.

The product obtained from both runs is less tarry and not so

black. The run at 550°C yields 4% of the desired product C,
and the run at 500°C yields 17%

Given these data and her knowledge of the theory of such

reactions, she decides she should experiment further not only
with temperature but also with a number of other factors (e.g..
concentration, reaction time, catalyst charge) and to study
other characteristics of the product (e.g., the levels of various
impurities, viscosity).

*Can you guess why she's called Rita Stoveing?
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To evaluate such complex systems economically, she will need to employ
designed experiments and statistical analysis. Later in this book you will see
how subsequent investigation might proceed using statistical tools.

Exercise 1.1. Describe a real or imagined example of iterative learning from your
own fieJd—engineering, agriculture, biology, genomics, education, medicine,
psychology, and so on.

A Feedback Loop

In Figure 1.2 the deductive—inductive iteration is shown as a process of feed-
back. An initial idea (hypothesis, model) is represented by M| on the left of the
diagram. By deduction you consider the expected consequences of M;—what
might happen if M, is true and what might happen if M, is false. You also
deduce what data you will need to explore M,. The experimental plan (design)
you decide on is represented here by a frame through which some aspects of the
true state of nature are seen. Remember that when you run an experiment the
frame is at your choice™* (that’s your hand holding the frame). The data produced
represent some aspect (though not always a relevant one) of the true state of
nature obscured to a greater or lesser extent by “noise,” that is, by experimental
error. The analyzed data may be compared with the expected (deduced) conse-
quences of M,. If they agree, your problem may be solved. If they disagree, the
way they disagree can allow you to see how your initial idea M| may need to be

True
state
of
nature

O
o0
Model M; p, «———— Induction «—Y 2 < Analysis with
~ 2 MMy, My, ...7)
ducﬁo”

\-\ Consequences
of M‘

Figure 1.2, Itcrative problem solving seen as a feedback loop.

*This is not true, of course, for happenstance data over which you have no control.
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modified. Using the same data, you may consider alternative analyses and also
possible modifications of the original model M), M s+ ltmay become clear
that your original idea is wrong or at least needs to be considerably modified. A
new model M> may now be postulated. This may require you to choose. a new
or augmented experimental design to illuminate addition.al and possibl)‘( different
aspects of the state of nature. This could Iead to a satisfactory solution of the

problem or, alternatively, provide clues indicating how best to proceed.

1.2. IMPORTANT CONSIDERATIONS

Subject Matter Knowledge

Notice the importance of subject matter knowledge to perceive and explore ten-
tative models and to know where to look for help.

The Route to Problem Solving Is Not Unique

When he first noticed that his car was missing, Peter Minerex might easily have
behaved differently. For example, he might immediately have phoned the police
and thus initiated different (but perhaps not equally effective) routes to discovery.
Similarly, in the chemical investigation a different experimenter, after studying
the disappointing results, might have decided to explore an entirely different
chemical route to obtain the desired product. The object is to converge to a
satisfactory solution—the starting point and the route (and sometimes the nature
of the solution) will be different for different investigators.

The game of 20 Questions illustrates these points. In the game the object is
to identify an unknown object using no more than 20 questions, each of which
has only one of two distinct answers. Suppose that the object to be guessed
is Abraham Lincoln’s stove pipe hat. The initial clue is vegetable with animal
associations. For a competent team of players presented with this initial clue the
game might go as follows:

TEAM A

Question Answer

Are the animal associations human? Yes

Male or female? Male
Famous or not? Famous
Connected with the arts No
Politician? Yes.

USA or other? USA

This century or not? Not
Nineteenth or eighteenth century? Ninetcenth
Connected with the Civil War? Yes
Lincoln? Yes

Is the object Lincoln’s hat? Yes.
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But for a different team of competent players the game would almost certainly
follow a different route. For example:

TEAM B

Question Answer
Is the object useful? Yes

Is it an item of dress? Yes
Male of female? Male
Worn above or below the belt? Above
Worn on the head or not? Head

Is it a famous hat? Yes
Winston Churchill’s hat? No
Abraham Lincoln’s hat? Yes

The game follows the iterative pattern of Figures 1.1 and 1.2, where the “design”
is the choice of question. At each stage conjecture, progressively refined, leads to
an appropriate choice of a question that elicits the new data, which leads in turn
to appropriate modification of the conjecture. Teams A and B followed different
routes, but each was led to the correct answer because the data were generated
by the truth.

The qualities needed to play this game are (a) subject matter knowledge and
(b) knowledge of strategy. Concerning strategy, it is well known that at each
stage a question should be asked that divides the objects not previously elim-
inated into approximately equiprobable halves. In these examples the players
usually try to do this with questions such as “male or female?” or “worn above
or below the belt?”*

Knowledge of strategy parallels knowledge of statistical methods in scientific
investigation. Notice that without knowledge of strategy you can always play the
game, although perhaps not very well, whereas without subject matter knowl-
edge it cannot be played at all. However, it is by far best to use both subject
matter knowledge and strategy. It is possible to conduct an investigation without
statistics but impossible to do so without subject matter knowledge. However,
by using statistical methods convergence to a solution is speeded and a good
investigator becomes an even better one.

1.3. THE EXPERIMENTER’S PROBLEM AND STATISTICAL
METHODS

Three problems that confront the investigator are complexity, experimental error,
and the difference between correlation and causation.

* From a dictionary containing a million words a single ward can be found playing 20 Questions..
The questions begin, *Is it in the front half or the back half of the dictionary?” If the answer is, say,
*“The front half," then ihe next question is, *1s it in the frant half or the back half of that half?” And
s0 on. Note that 220 > 105,
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Complexity

In experimentation for process improvement* and discovery it i§ usually neces-
sary to consider simultaneously the influence of a number of “input varlflblcs”
such as temperature, feed rate, concentration, and catalyst on a collection of
output variables such as yield, impurity, and cost. We call controllable input
variables factors and output variables. responses: In studying the question as to
how fo improve a process the prime question is,

“What does what to what?”

With & factors and p responses there are k x p entities to consider. Further,
while a certain subset of factors (e.g., temperature and pressure) might be avail-
able to change one response (e.g., yield), a quite different or likely overlapping
subset (e.g., temperature and concentration) might influence a different response
(e.g., purity). Compromises may be necessary to reach a satisfactory high yield
and adequate purity. Also, some factors will interact in their influence on a par-
ticular response. For example, the change in yield induced by a particular change
in temperature might itself change at different concentrations. To take account
of all these matters simultaneously faces the experimenter with a daunting chal-
lenge. Pick and try guesses and the use of the “change one factor at a time”
philosophy of experimentation is unlikely to produce a good result quickly and
economically.

The use of statistical experimental design makes it possible, while minimizing
the influence of experimental error, to experiment with numbers of factors simul-
taneously and to get a clear picture of how they behave separately and together.
Such understanding can lead to empirical solutions to problems, but it can do
much more. A subject matter specialist provided with the results from a well-run
experiment may reason along the following lines: “When I see what x3 does to
1 and y; and how x; and x> interact in their effect on ys, this suggests to me
that what is going on is thus and so and 1 think what we ought to do now is
this.” Theoretical understanding can spring from empirical representation.

Experimental Error

Variability not explained by known influences is called experimental error. Since
Some experimental error is inevitable, knowing how to cope with it is essential.
Frequently, only a small part of experimental error is attributable to errors in
Measurement. Variations in raw materials, in sampling, and in the settings of
the'experimemal factors often provide larger components. Good experimental
design helps to protect real effects from being obscured by experimental error and
Conversely having the investigator mistakenly believe in effects that do not exist.

.
The word process is used here in its general sense. Thus a process might be an analytical method
or the manufacture of a product.
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Figure 1.3. Number of storks versus population of Oldenburg.

The confusing influence of experimental error is greatly reduced by the wise
use of statistical experimental design.® In addition, statistical analysis provides
measures of precision of estimated quantities under study (such as differences in
means or rates of change). This makes it possible to judge whether there is solid
evidence for the existence of real effects and greatly increases the probability
that the investigator will be led along a true rather than a false path.

Confusion of Correlation with Causation

Figure 1.3 shows the civilian population of Oldenburg plotted against the num-
ber of storks observed at the end of each of 7 years.” Although in this example
few would be led to hypothesize that the increase in the number of storks
caused the observed increase in population, investigators are sometimes guilty
of this kind of mistake in other contexts. Correlation between two variables Y

* Another way to state this is to say that designed experiments can greatly increase the signal-to-noise
ratio. )

T These data cover the years 1930-1936. See Omithologische Monatsberichte, 44, No. 2, Jahrgang,
1936, Berlin, and 48, No. 1, Jahrgang, 1940, Berlin, and Statistiches, Jahrbuch Deutscher Gemeinden,
27-22, Jahrgang, 1932~1938, Gustas Fischer, Jena. We arc grateful to Lars Pallesen for these
references.
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and X often occurs because they are both associated with a third factor W.
In the stork example, since the human population Y and the number of storks
X both increased over this 7-year period, the common factor W was in this

case time,

Exercise 1.2. Give other examples where correlation exists but causation does not.

1.4. A TYPICAL INVESTIGATION

To illustrate the process of iterative learning and to provide simultaneously a pre-
view of what is discussed in this book, we employ a description of an imaginary
investigation aimed at improving the quality of drinking water. Our investigators
are the chemist Rita Stoveing and the chemical engineer Peter Minerex. As you
read what follows, consider how identical statistical problems could confront
investigators in any other experimental science.

The Problem

There is of course only a limited amount of usable water on this planet and what
we have must be used and reused. The following investigation was necessary
because a particular water supply contained an unacceptably high level of nitrate.
Minerex and Stoveing had developed a new ion exchange resin that absorbed
the offending nitrate. The attractive feature of this new resin was that it was
specific for nitrate and potentially much cheaper to use and to regencrate than
currently available resins. Unfortunately, it could only be made under laboratory
conditions in experimental quantities. It was realized that a good deal of further
experimentation might be necessary before a commercially viable product could
be produced. The following outline shows how, as their investigation proceeded,
they would be led to consider different questions and employ different statistical
techniques* of varying degrees of sophistication.

Iterative Cycles of Investigation

Bim and Peter knew that observations recorded under apparently similar condi-
tions could vary considerably. Thus, before beginning their investigation every
effort was made to stabilize procedures and to reduce process variation. Fur-
thermore, they expected to have to experiment with a number of different fac-
tors and to look at several different responses. To make such a study effi-

me::l: and economical, they would need to make extensive use of statistical
methods,

* This imaginary investigation has the property that in successive iterations it uses most of the
techniques discussed in this book approximately in the order in which they appear. This. is, of
course, merely a pedagogical device. However, many investigations do go through various phases
of statistical sophistication in somewhat the manner described here.
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The two investigators had each taken a statistics
course but were currently a bit rusty.

ITERATION 1

Where can we find a quick summary of elementary
statistical principles? '

Chapter 2: Basics

Studying this chapter provided the needed review and
prepared them for what followed.

ITERATION 11

Minerex believed, and Stoveing did not, that using a
very pure (and more expensive) version of their
resin would improve its performance.

How does their “ordinary” resin compare with the
more expensive high-purity version?

Chapter 3: Comparing Two Entlities

Their expensive high-purity resin was about equal in
performance to the ordinary resin. (She was right!)

ITERATION 111

Minerex was wrong about the high-purity version, but
their ordinary resin still looked promising. They
now decided to compare laboratory samples of

" their new resin with five standard commercially
available resins.

How does their new ordinary resin compare with the
five commercially available resins?

Chapter 4: Comparing a Number of Entities

The laboratory samples of the new resin were as good
as any of the commercially available alternatives
and perhaps somewhat superior.

ITERATION IV

The new resin had been shown to be capable of doing
as-well as its competitors. However, under the
conditions contemplated for economic manufacture
the removal of nitrate was insufficient to achieve
the standard required for drinking water.

What are the most important factors influencing
nitrate removal? Can modifications in the present
manufacturing equipment affecting such factors as
flow rate, bed depth and regeneration time lead to
improved nitrate removal?

Chapters 5, 6, 7, and 8: Studies using factorial and
fractional factorial designs
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Design and Analysis
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Design and Analysis
Findings

Commentary

Question

With suitable modifications of the equipment,
sufficiently low nitrate levels could be achieved.

ITERATION V

The company now concluded that manufacture of this
new resin was possible and could be profitable. To
learn more, a pilot plant was built.

How do the settings of the process factors. affect the
quality and cost of the new resin? What are the
best settings?

Chapters 10, 11, and 12: The method of least squares,
multidimensional modeling, and response surfaces

The pilot plant investigation indicated that with
appropriate settings of the process factors a product
could be produced with satisfactory quality at a
reasonable cost.

ITERATION VI

Before the process could be recommended for
production the problems of sampling and testing
had to be solved.

How can sampling and testing methods be refined to
give reliable determinations of the characteristics of
the new resin?

Chapter 9: Multiple Sources of Variation

Components of variability in the sampling and
chemical analysis of the product were identified
and measured. Using this information, a sampling
and testing protocol was devised to minimize the
variance of the determinations at least cost.

ITERATION VII

Before the new resin could be recommended
commercially its behavior had to be considered
under a variety of environmental conditions that
might be encountered at different locations and at
different times. It was necessary to design the resin
process system so that it was insensitive to
variations due to different environments in which
the resin would be required to operate.

How can the nitrate adsorption product be designed
so as to be insensitive to factors likely to be
different at different locations, such as pH and
hardness of the water supply and the presence of
trace amounts of likely impurities?
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Chapter 13: Designing Robust Products and Processes

A process design was possible that ensured that the
manufactured new resin was insensitive to changes
in pH, water hardness, and moderate amounts of
likely impurities.

ITERATION VI

The regeneration process for the resin was done
automatically by a system containing a number of
electronic and mechanical components. It was
known that manufacturing variations transmitted by
these components could affect system
performance.

How can the regeneration system be designed so that
small manufacturing changes in the characteristics
of its components do not greatly affect its
performance?

Chapter 13: Designing Robust Products and Processes

It was found that in some instances it would be
necessary to use expensive components with
tightened specifications and that in other instances
less expensive components with wider
specifications could be substituted. A system that
gave high performance at low cost was
developed.

ITERATION IX

It was found that the full-scale plant was not easy to
control. _

How can better process control be achieved?

Chapter 14: Process Control, Forecasting, and Time
Series

By the process of debugging using monitoring
techniques and simple feedback adjustment,
adequate control was obtained.

ITERATION X

The initial process conditions for the full-scale process
were arrived at from pilot plant experiments.

How can improved conditions from the full-scale
process be achieved?

Chapter 15: Evolutionary Process Operation

Operation in the evolutionary mode provided a
steadily improving process.
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The above by no means exhausts the application of statistical methods that might
havé been necessary to produce a marketable and profitable product. For example,
it would be necessary to determine the extent of the possible market and to judge
the performance of the new resin relative to competitive products. Also, production
scheduling and inventory controls would need to be organized and monitored.

1.5. HOW TO USE STATISTICAL TECHNIQUES

All real problems have their idiosyncrasies that must be appreciated before effec-
tive methods of tackling them can be adopted. Consequently each new problem
should be treated on its own merits and with respect. Being too hasty causes
mistakes. It is easy to obtain the right answer to the wrong problem.

Find Out as Much as You Can About the Problem

Ask questions until you are satisfied that you fully understand the problem and.
are aware of the resources available to study it. Here are some of the questions
you should ask and get answers too. What is the object of this investigation?
Who is responsible? I am going to describe your problem; am I correct? Do you
have any past data? How were these data collected? In what order? On what
days? By whom? How? May I see them? How were the responses measured?
Have the necessary devices been recently checked? Do you have other data like
these? How does the equipment work? What does it look like? May I see 1t? May
I see it work? How much physical theory is known about the phenomenon? If the
process concerns a manufacturing process, what are the sampling, measurement,
and adjustment protocols? |

Don’t Forget Nonstatistical Knowledge

When you are doing “statistics” do not neglect what you and your colleagues
know about the subject matter field. Statistical techniques are useless unless
combined with appropriate subject matter knowledge and experience. They are
an adjunct to, not a replacement for, subject matter expertise.

Define Objectives

It is of utmost importance to ( 1) define clearly the objectives of the study; (2) be
sure that all interested parties concur in these objectives; (3) make sure that
the necessary equipment, facilities, scientific personnel, time, money, and ade-
Quate management support are available to perform the proposed investigation;
(4) agree on the criteria that will determine when the objectives have been met;
and (5) arrange that if the objectives have to be changed all interested parties are
Mmade aware of the new objectives and criteria, Not giving these matters sufficient
altention can produce serious difficulties and sometimes disaster.
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Learn from Each Other: The Interplay Between Theory and Practice

While experimenters can greatly gain from the use of statistical methods, the con-
verse is even more true. A specialist in statistics can learn and benefit enormously
from his or her discussions with engineers, chemists, biologists, and other subject
matter specialists. The generation of really new ideas in statistics and good sta-
tistical seem to result from a genuine interest in practical problems. Sir Ronald
Fisher, who was the originator of most of the ideas in this book, was a scientist
and experimenter who liked to work closely with other experimenters. For him
there was no greater pleasure than discussing their problems over a glass of beer.
The same was true of his friend William S. Gosset (better known as “Student”),
of whom a colleague* commented, “To many in the statistical world ‘Student’
was regarded as a statistical advisor to Guinness's brewery; to others he appeared
to be a brewer who devoted his spare time to statistics . ... Though there is some
truth in both these ideas they miss the central point, which was the intimate
connection between his statistical research and the pructical problems on which
he was engaged.” The work of Gosset and Fisher reflects the hallmark of good
science, the interplay between theory and practice. Their success as scientists
and their ability to develop useful statistical techniques were highly dependent
on their deep involvement in experimental work.
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QUESTIONS FOR CHAPTER 1

L. What is meant by the iterative nature of learning?.
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2. In what ways can statistics be useful to experimenters?

3. What is achieved by good statistical analysis? By good statistical design?
Which do you believe is more important?

4. What are three common difficulties encountered in experimental investiga-
tions? '

5. Can you give examples (if possible from your own field) of real confusion
(perhaps controversy) that has arisen because of one or more of these diffi-
culties?

6. Which techniques in this book do you expect to be most useful to you?
7. How should you use the techniques in this book?

8. Can you think of an experimental investigation that (a) was and (b) was not
iterative?

9. Read accounts of the development of a particular field of science over a
period of time (e.g., read the books The Double Helix by J. D. Watson and
The Bishops Boys (the Wright brothers) by T. D. Crouch, 1989). How do
these developments relate to the discussion in this chapter of a scientific
investigation as an iterative process? Can you trace how the confrontation of
hypotheses and data led to new hypotheses?



CHAPTER?2

Basics (Probability, Parameters,
and Statistics)

Did you take a course in elementary statistics? If yes, and you remember it,
please go on to Chapter 3. If no, read on. If you need to brush up on a few
things, you will find this chapter helpful and useful as a reference.

2.1. EXPERIMENTAL ERROR

When an operation or an experiment is repeated under what are as nearly as
possible the same conditions, the observed results are never quite identical. The
fluctuation that occurs from one repetition to another is called noise, experimental
variation, experimental error, or merely error. In a statistical context the word
error is used in a technical and emotionally neutral sense. It refers to variation
that is often unavoidable. It is not associated with blame.

Many sources contribute to experimental error in addition to errors of measure-
ment, analysis, and sampling. For example, variables such as ambient tempera-
ture, skill or alertness of personnel, age and purity of reagents, and the efficiency
or condition of equipment can all contribute. Experimental error must be distin-
guished from mistakes such as misplacing a decimal point when recording an
observation or using the wrong chemical reagent.

.It has been a considerable handicap to many experimenters that their formal
training has left themunequipped to deal with the common situation in which
experimental error cannot be safely ignored. Not only is awareness of the possible
f:ffects of experimental error essential in the analysis of data, but also its influence
1S 2 paramount consideration in planning the generation of data, that is, in the
design of experiments. Therefore, to have a sound basis on which to build practi-
cal techniques for the design and analysis of experiments, some elementary under-
Standing of experimental error and of associated probability theory is essential.

——

Statislfcs Jor Experimenters, Second Edition. By G. E. P. Box, I. S. Hunter, and W. G. Hunter
Copyright © 2005 John Wiley & Sons, Inc.
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Experimental Run

We shall say that an experimental run has been performed when an apparatus
has been set up and allowed to function under a specific set of experimental con-
ditions. For example, in a chemical experiment a run might be made by bringing
together in a reactor specific amounts of chemical reactants, adjusting tempera-
ture and pressure to the desired levels, and allowing the reaction to proceed for
a particular time. In engineering a run might consist of machining a part under
specific manufacturing conditions. In a psychological experiment a run might
consist of subjecting a human subject to some controlled stress.

Experimental Data or Results

An experimental result or datum describes the outcome of the experimental run
and is usually a numerical measurement, Ten successive runs made at what were
believed to be identical conditions might produce the following data:

66.7 643 67.1 66.1 655 69.1 672 681 657 664

In a chemical experiment the data might be percentage yield, in an engineering
experiment the data could be the amount of material removed in a machining
operation, and in a psychological experiment the data could be the times taken
by 10 stressed subjects to perform a specific task.

2.2. DISTRIBUTIONS

The Dot Diagram

Figure 2.1 is a dot diagram showing the scatter of the above values. You will
find that the dot diagram is a valuable device for displaying the distribution of a
small body of data. In particular, it shows: '

I. The location of the observations (in this example you will see that they are
clustered near the value 67 rather than, say, 85 or 35).

2. The spread of the observations (in this example they extend over about
S units).

3. Whether there are some data points considerably more extreme that the rest.
Such “outliers” might result from mistakes either in recording the data or
in the conduct of a particular test.

| X EEe ., X I I X 3N ) ) |
63 64 65 66 67 68 69 70

Yield

Figure 2.1. Dot diagram for a sample of 10 observations,.
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The Frequency Distribution

When you have a large number of results, you will be better able to appreciate the
data by constructing a frequency distribution, also called a histogram or frequency
diagram. This is accomplished by dividing the horizontal axis into intervals
of appropriate size and constructing a rectangle over the ith interval with its
area proportional to n;, the number (frequency) of observations in that interval.
Figure 2.2 shows a frequency distribution for N = 500 observations of yield from
a production process.® In this example each observation was recorded to one
decimal place. The smallest of the observations was between 56 and 57 and the
largest between 73 and 74. It was convenient therefore to classify the observations
into 18 intervals, each covering a range of one unit. There were two observations
in the first interval, thus n; = 2. Since in this example all the intervals are of
width 1, the frequency of observations #n; in the ith interval, i = 1,2, ..., 18, is
directly proportional to the height (ordinate) on the vertical axis.

Figure 2.2 gives a vivid impression of the 500 observations. In particular, it
shows their location and spread. But other characteristics are brought to your
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Rure 2.2. Frequency diagram (histogram, frequency distribution) for a sample of SO0 observations:
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of obsery ; ;“ Y ﬂ{C r}‘ktangl'c constructed over cach interval must be proportional to n,, the frequency
v ons within that interval,
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attention, for instance, that about % of the observations lie between 60 and 70.
This fraction, more precisely 2—(’% is represented by the shaded region under the
frequency diagram. Notice too that the histogram is not symmietric but tails off
slowly for observations having high values. |

Exercise 2.1. Construct a dot diagram with data given in miles per gallon for
five test cars: 17.8, 14.3, 15.8, 18.0, 20.2.

Exercise 2.2. Construct a histogram for these air pollution data given in parts
per million of ozone: 6.5, 2.1, 4.4, 4.7, 5.3, 2.6, 4.7, 3.0, 4.9, 4.7, 8.6, 5.0, 4.9,
4.0,3.4,56,4.7,2.7,24,21,22,5.2,5.3,47,6.8, 4.1, 53, 7.6, 2.4, 2.1, 4.6,
43,3.0,4.1,6.1,4.2.

Hypothetical Population of Results Represented by a Distribution

The total aggregate of observations that conceptually might occur as the result of
repeatedly performing a particular operation is referred to as the population of
observations. Theoretically, this population is usually assumed to be infinite, but
for the purposes of this book you can think of it as having size N where N is
large. The (usually few) observations that actually have occurred are thought of
as some kind of sample from this conceptual population. With a large number of
observations the bumps in the frequency diagram often disappear and you obtain
a histogram with an appearance like that in Figure 2.3. (Until further notice you
should concentrate on this histogram and ignore for the moment the smooth
curve that is superimposed.) If you make the area of the rectangle erected on
the ith interval of this histogram equal to the relative frequency n;/N of values
occurring in that interval, this is equivalent to choosing the vertical scale so that
the area under the whole histogram is equal to unity.

0.08 |- r-

T 0.06 |-

3004}

0.02 -
rFF

Figure 2.3. Hypothetical probability distribution for a conceptual population of observations.
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Randomness and Probability

A random drawing is one where each member of the population has an equal
chance of being chosen. Imagine you have written each of the N observations
from the population on a ticket and put all these into a lottery drum and in
a random drawing you obtain some value y. Then:

1. The probability that y is less than some value yg, Pr(y < yo), will be
equal to the area under the histogram to the left of y, [for i]lvustration. in
Figure 2.3, if yo was equal to 60, the probability that y was less than 60
would be 0.361. i.e., Pr(y < yo) = 0.361].

2. The probability Pr(y > yo) that y is greater than yo will be equal to the
area under the histogram to the right of y.

3. The probability Pr(yo < y < y;) that y is greater than yp but less than
y; will be equal to the area under the histogram between yo and y,. For
example, in Figure 2.3 the shaded portion has an area of 0.545 so that
Pr(60 < y < 70) = 0.545.

To the accuracy of the grouping interval the diagram of relative frequencies for
the whole population tells you everything you can know about the probability of
a randomly chosen member of the population falling within any given range. It
is therefore called a probability distribution.

Probability Density

In this example the width of the grouping interval happens to be one unit of
yield, but suppose it is 4 units of yield. Suppose also that for a particular interval
of size & the height of the constructed rectangle is p(y) and its area is P. (Recall
that this area P = n/N is the probability of the interval containing a randomly
chosen y.) Then P = p(y) x h and p(y) = P/ h. The probability density; that is
the ordinate p(y), is thus obtained by dividing the probability, the area associated
with a given interval, by the width of the interval. Notice that it is always an
area under the probability distribution that represents probability. The ordinate
P(y) of the distribution, the density at the point y, is not itself a probability
and only becomes one when it is multiplied by the appropriate interval width.
Probability density has the same status as physical density. Knowing the density
of a metal does not tell you whether a given piece of the metal will be heavy
or light. To find this out, you must multiply its density by its volume to obtain

its mass. Thus probability = probability density x interval size, just as mass =
density x volume. ’

Representing a Probability Distribution by a Continuous Curve

Nf-’“’ ;»if you .imagine the interval h taken to be very small, the probability P
Essocmtcd with the interval becomes proportionally small also, but no matter
OW far you carry the process, the probability density p(y) = P/h can still be
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finite. In the limit, as the interval becomes infinitesimally short, you can conceive
of the population being represented by a continuous probability distribution like
the continuous dashed line in Figure 2.3.

When a mathematical function is used to represent this continuous probability
distribution, it is sometimes called the (probability) density function. One such
theoretical function is the normal distribution, which is discussed later in this
chapter. Just as before, the total area under a continuous probability distribution
must be unity, and the area between any two values yy and y; is equal to Pr(yy <
v <y

A question sometimes asked is: Given that the theoretical population is repre-
sented by a continuous curve, what is the probability of getting a particular value
of y, say y = 66.3? If the question referred to the probability of y being exactly
66.300000000 . .. corresponding to a peint on the horizontal axis, the answer
would be zero, because P = p(y) x h and h is zero. However, what is usually
meant is: Given that the observations are made, say, to the nearest 0.1, what is
the probability of getting the value y = 66.3? Obviously, the answer to this ques-
tion is not zero. If we suppose that all values between y = 66.25 and y = 66.35
are recorded as y = 66.3, then we require Pr(66.25 < y < 66.35). The required
probability is given by the area under the curve between the two limits and is
adequately approximated by p(66.3) x 0.1. O

Sample Average and Population Mean

One important feature of a sample of n observations is its average value, denoted
by ¥(read as “y-bar™), For the sample of 10 observations plotted in Figure 2.1

66.7+64.3+ .- +664

66.62
10

In general, for a sample of n observations, you can write

y=

N s b LD D
n n

where the symbol 3, a capital sigma, before the y’s means add up all the y's.™
Since 7 tells you where the scatter of points is centered along the y axis, more
precisely where it will be balanced, it is a measure of location for the sample. 1f
you imagine a hypothetical population ‘as containing some very large number N
of observations, it is convenient to note the corresponding measure of location

*In some instances where you want to indicate a particular sequence of y’s to be added together,
you need a somewhat more elaborate notation, Suppose that ¥. ¥2, ¥3. ... refer to the first, second,
third observations, and so on, 8o that y; means the jth observation. Then, for example, the sum of
the observations beginning with the third observation y3 and ending with the eighth yg is written as
ZLJ y;j and means yy + y3 + ys + Vo + Y7 + ).
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by the Greek letter 7 (eta) and to call it the population mean, so that

¥

]]:

3.3. STATISTICS AND PARAMETERS

To distinguish between the sample and population quantities, 1 is called the
population mean and y the sample average. A parameter like the mean 7 is a
quantity directly associated with a population. A statistic like the average y is a
quantity calculated from a set of data often thought of as some kind of sample
taken from the population. Parameters are usually designated by Greek letters;
statistics by Roman letters. In summary:

Population: a very large set of N observations from which your sample of
observations can be imagined to come.

Sample: the small group of n observations actually available.
Parameter: population mean n'=)_y/N.
Statistic: sample average ¥y = Y_ y/n.

The mean of the population is also called the expected value of y or the mathe-
matical expectation of y and is often denoted as E(y). Thus n = E(¥).

The Hypothesis of Random Sampling?

Since the hypothetical population conceptually contains all values that can occur
from a given operation, any set of observations we may collect is some kind
of sample from the population. An important statistical idea is that in certain
circumstances a set of observations may be regarded as a random sample.

This hypothesis of random sampling however will often nor apply to actual
data. For example, consider daily temperature data. Warm days tend to follow one
another, and consequently high values are often followed by other high values.
Such data are said to be autocorrelated and are thus not directly representable by
random drawings.* In both the analysis and the design of scientific experiments
Tnuch hangs on the applicability of this hypothesis of random sampling. The
Importance of randomness can be appreciated, for example, by considering public
opinion polls. A poll conducted on election night at the headquarters of one
polmcal party might give an entirely false picture of the standing of its candidate
in the voting population. Similarly, information generated from a sample of apples
taken.from the top of the barrél can prove misleading.

I.t s unfortunate that the hypothesis of random sampling is treated in much
statistical writing as if it were a natural phenomenon. In fact, for real data it is
4 property that can never be relied upon, although suitable precautions in the
design of an experiment can make the assumption relevant,

In Chapter 14 you will see how autocorrelated data can be indirectly represented by random drawings.
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2.4. MEASURES OF LOCATION AND SPREAD

The Population Mean, Variance, Standard Deviation, and Coefficient
of Variation

As you have seen, an important characteristic of a population is its mean value
n = Y_ y/N. This mean value n is called a parameter of the distribution. It is also
called the mathematical expectation of y and denoted by E(Y). Thus E(Y) = 5. It
is the first moment of the distribution of y, and it defines the point of balance along
the horizontal axis, as illustrated in Figure 2.4. It thus supplies a measure of the
location of the distribution, whether, for instance, the distribution s balanced at 0.6,
60, or 60,000. Knowledge of location supplies useful but incomplete information
about a population. If you told visitors from another world that adult males in the
United States had a mean height of approximately 70 inches, they could still believe
that some members of the population were 1 inch and others 1000 inches tall. A
measure of the spread of the distribution would help give them a better perspective.,

The most useful such measure for our purposes is the variance of the population,
denoted by o? (sigma squared). A measure of how far any particular observation
y is from the mean 7 is the deviation y — #; the variance o2 is the mean value of
the squares of such deviations taken over the whole population. Thus

_X- n)?
N

Just as the special symbol E(y) may be used to denote the mean value, E(y) = 1,
so too the special symbol V(y) is used to denote the variance, and thus V(y) =
o2, A measure of spread which has the same units as the original observations
is o, the positive square root of the variance—the root mean square of the
deviations. This is called the standard deviation

o =+Vol=+/V(W) =+VEG -ni=+ Lly=n”

o= E(y—n)’

N
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Figure 2.4. Mcan n = E(y) as the point of balance for the distribution.
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Occasionally a subscript will accompany o. Thus the symbol oy leaves no doubt
that you are talking about the standard deviation of the population of observations
y and not, for example, about some other population of observations z.

Average, Variance, and Standard Deviation of a Sample

The data available to an investigator may be thought of as a small sample of n
observations from the hypothetical larger set N represented by the population.
For the data in the dot diagram of Figure 2.1 the sample average ¥ = )_ y/n =
666.2/10 = 66.62 supplies a measure of the location of the sample. Similarly,
the sample variance supplies a measure of the spread of the sample. The sample
variance is calculated as

2= Z()’_}T)z - Eyz—nyz

n—1 n—1

The positive square root of the sample variance gives the sample standard de-
viation,

Y-

= 4,[———T—

n—1

which has the same units as the observations. Thus for the sample of 10 obser-
vations in Figure 2.1 the sample variance is

o (667~ 66.62)% + (64.3 — 66.62)% + - -+ + (66.4 — 66.62)2
- 9

_ 44398.96 — 10(66.62)*

= 1.
5 86

and the sample standard deviation is 5 = 1.36.

. Once again, as was true for the mean n and the average y, a Greek letter
1S used for the population parameter and a Roman letter for the corresponding
sample statistic. Thus o2 and o are parameters that denote the population variance
ﬂnd. population standard deviation, and the statistics s* and s denote the sample
variance and sample standard deviation. A summary is given in Table 2.1.

The Coefficient of Variation

Suppose you need to know how big is the standard deviation o relative to the
mean 7. The ratio a/y is called the coefficient of variation. When writtent as a
percentage 100 o/p, it is sometimes called the percentage error. A coefficient of
varation of 3% would imply that o was 3% of the mean n. As you will see later,
itis very closely related to the standard deviation of log y. The sample coefficient
of variation is s /Y. Its inverse, ¥/s, is sometimes referred to as a signal-to-noise
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Table 2.1, Population and Sample Quantities

Definition  Population: a hypothetical set of ¥ Sample: a set of n available
observations from which the sample of observations (typically n is
observations actually obtained can be small)
imagined to come (typically N is very
large)

Parameters Statistics

Measure of  Population mean 5 = Y y/N Sample average ¥ = )" v/n

location ,
Measure of  Population variance Sample variance
spread o
b 2= Yy - N 2= Yy =D 1)
Population standard deviation Sample standard deviation
o =+V/2(y—n?*N s=+/S 0 =NYn-1

ratio. For the dot diagram data of Figure 2.1 the sample coefficient of variation
5/¥ is 1.36/66.62 = 0.020 = 2%.

The Median

Another measure of a sample that is occasionally useful is the median. It may be
obtained by listing the n data values in order of magnitude. The median is the
middle value if # is odd and the average of the two middle values if n is even.

Residuals and Degrees of Freedom

The a deviations of observations from their sample average are called residuals.
These residuals always sum to zero. Thus ) (y — ¥) = 0 constitutes a linear con-
straint on the residuals y{ — ¥, ¥ —¥,....¥, — ¥ because any n — 1 of them
completely determine the other. The n residuals y — ¥ (and hence the sum of
squares ) (y — ¥)* and the sample variance s2 = Y (v — ¥)?/(n — 1)) are there-
fore said to have n — 1 degrees of freedom. In this book the number of degrees of
freedom is denoted by the Greek letter v (nu). For the dot diagram data the sample
variance is s° = 1.86, the sample standard deviation is s = +/1.86 = 1.36, and
the number of degrees of freedomis v=n—-1=10—1=9. The loss of one
degree of freedom is associated with the need to replace the unknown population
parameter 5 by the estimate ¥ derived from the sample data. It can be shown
that because of this constraint the best estimate of o2 is obtained by dividing the
sum of squares of the residuals not by n but by v=n —1.

In later applications you will encounter examples where, because of the need
to calculate several sample quantities to replace unknown population parame-
ters, several constraints are necessarily placed on the residuals. When there are
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p independent linear constraints on n residuals, their sum of squares and the
resulting sample variance and standard deviation are all said to have v=n—p
degrees of freedom.

Sample Variance If the Population Mean Were Known: The “Natural”
variance and Standard Deviation

If the population mean n were known, the sample variance would be calculated
as the ordinary average of the squared deviations from this known mean,

2 = Z()’ - 77)2
T n

The statistic is designated by a dot to distinguish it from s2. The sum of squares
Yy — n)? and the associated statistic §2 would then have n degrees of freedom
because all # quantities y — 7 are free to vary; knowing n — 1 of the deviations.
does not determine the nth. In this book we will call §* the narural variance and
§ the natural standard deviation.

Exercise 2.3. Calculate the average and standard deviation for the following data
on epitaxial layer thickness in micrometers: 16.8, 13.3, 11.8, 15.0. 13.2. Confirm
that the sum of the residuals y — ¥ is zero. Illustrate how you would use this fact
to calculate the fifth residual knowing only the values of the other four.

Answer: y = 14.02, s = 1.924 with v = 4 degrees of freedom.

Exercise 2.4. A psychologist measured (in seconds) the following times required
for 10 rats to complete a maze: 24, 37, 38, 43, 33, 35, 48, 29, 30, 38. Determine
the average, sample variance, and sample standard deviation for these data.

Answer: § = 35.5, §* = 48.72, s = 6.98 with v = 9 degrees of freedom

Exercise 2.5. The following observations on the lift of an airfoil (in kilograms)
were obtained in successive trials in a wind tunnel: 9072, 9148, 9103, 9084,
9077. 9111, 9096. Calculate the average, sample variance, and sample standard
deviation for these observations.

Answer: y = 9098.71, 52 = 667.90, s = 25.84 with v = 6 degrees of freedom

Exercise 2.6. Given the following liters of a reagent required to titrate Q grams
of a substance: 0.00173, 0.00158, 0.00164, 0.00169, 0.00157, 0.00180. Calcu-
late the average, the sample variance, and sample standard deviation for these
observations.

Answer: § = 0.00167, s2 = 0.798 x 1078, s = 0.893 x 10~* with v = 5 degrees
of freedom

2.5. THE NORMAL DISTRIBUTION

Repeated observations that differ because of experimental error often vary about
Some central value in a roughly symmetric distribution in which small deviations
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Figure 2.5. Normal (Gaussian) distribution.

occur much more frequently than large ones. For representing this situation a
valuable theoretical distribution that occupies an important position in the theory
of statistics is the Gaussian, or normal, distribution. The appearance of this dis-
tribution and its mathematical formula are shown in Figure 2.5. It is a symmetric
curve with its highest ordinate at its center, tailing off to zero in both direc-
tions in a way intuitively expected of experimental error. It has the property that
the logarithm of its density function is a quadratic function of the standardized
residual (y — n)/o.

Reasons for the Importance of the Normal Distribution

Two things explain the importance of the normal distribution:

1. The central limit effect that produces a tendency for real error distributions
to be “normal like.”

2. The robustness to nonnormality of some common statistical procedures,
where “robustness” means insensitivity to deviations from theoretical
normality,

The Central Limit Effect

Usually the “overall” error y — n = e is an aggregate of a number of component
errors. Thus a measurement of yield obtained for a particular experimental run
may be subject to analytical error, chemical sampling error and process error
produced by failures in meeting the exact settings of the experimental conditions,
errors due to variation in raw materials, and so on. Thus e will be some function
of a number of component errors e\, ez, . : ., €, If each individual error is fairly
small, it would usually be possible to approximate the overall error as a linear
function of the component errors

e=ayey+azey;+ -+ anén
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where the a’s are constants. The central limit theorem says that, under conditions
almost always satisfied in the real world of experimentation, the distribution of
such a linear function of errors will tend to normality as the number of its
components becomes large. The tendency to normality occurs almost regar.dless
of the individual distributions of the component errors. An important proviso is
that several sources of error must make important contributions to the overall
error and that no particular source of error dominate the rest.

Iilustration: Central Limit Tendency for Averages

Figure 2.6a shows the distribution for throws of a single true six-sided die. The
probabilities are equal to § for each of the scores 1, 2, 3, 4, 5, or 6. The mean
score is n = 3.5. Figure 2.6b shows the distribution of the average score obtained
from throwing two dice, and Figures 2.6¢, d, and e show the distributions .of
average scores calculated for throwing 3, 5, and 10 dice. To see how the central
limit effect applies to averages, suppose e[, €2, ...; &, denote the deviations of
the scores of the individual dice from the mean value of n = 3.5. Let e be
the corresponding deviation of the average, that is, e = )_¢;/n. Then e will
satisfy the equation e = aje; + azey + - - + a,e, with all the a's set equal to
1/n. Whereas the original, or parent, distribution of the individual observations
(the scores from single throws) is far from normal shape, the ordinates of the
distribution for the averages are remarkably similar to ordinates of the normal
distribution even for n as small as 5.
In summary:

1. When, as is usual, an experimental error is an aggregate of a number of
component errors, its distribution tends to normal form, even though the
distribution of the components may be markedly nonnormal.

2. A sample average tends to be normally distributed, even though the indi-
vidual observations on which it is based are not. Consequently, statistical
methods that depend, not directly on the distribution of individual obser-
vations, but on the distribution of averages tend to be insensitive or robust
to nonnormality.

3. Procedures that compare means are usually robust to nonnormality. How-
ever, this is not generally true for procedures for the comparison of variances.

Robustness of Procedures to the Assumption of Normality

!t is 'irnportant to remember that all mathematical—-statistical models are approx-
Imations. In particular, there never was, nor ever will be, an exactly straight line
Or observations that exactly follow the normal distribution. Thus, although many
of the techniques described here are derived on the assumption of normality,
approximate normality will usually be all that is required for them to be useful.
In particular, techniques for the comparison of means are usually robust to non-
hormality. Unless specifically warned, you should not be unduly worried about
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Figure 2.6. Distribution of averages scores from throwing various numbers of dicé: (a) 1, (b) 2. (¢)
3. () S, and (e) 10 dice.

normality. You should of course be continually on the look-out and check for
gross violations. of this and all other assumptions.

Characterizing the Normal Distribution

Once the mean n and the variance o2 of a normal distribution are given, the entire
distribution is characterized. The notation N(n,o0?) is often used to indicate
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a normal distribution having mean 5 and variance o*. Thus, the expression
N2(30,25) identifies a normal distribution with a mean n = 30 and a variance
o“ =25, Normal distributions .are shown in Figure 2.7 for N(—5, 25), N(5,
100),. N(30, 25), and N(30, 6.25). These distributions are scaled so that each
area 1s equal to unity.

. For a normal distribution the standard deviation o measures the distance from
lt§ mean 7 to the point of inflection on the curve. The point of inflection (see
Fig. 2.8) is the point at which the slope stops increasing and starts to decrease

(or vice versa). The following should help you gain a fuller appreciation of the
normal distribution;

1. The probability that a positive deviation from the mean will exceed one
sta{\dard deviation is 0.1587 (roughly %)., This is represented by the shaded
“tail” area shown in Figure 2.8.
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2. Because of symmetry, this probability is exactly equal to the chance that a
negative deviation from the mean will exceed one standard deviation.

3. From these two statements it is clear that the probability that a deviation in
either direction will exceed one standard deviation is 2 x 0.1587 = 0.3174
(roughly: %), and consequently the probability of a deviation of less than
one standard deviation is 0.6826 (roughly 3).

4. The chance that a positive deviation from the mean will exceed two standard
deviations is 0.0228 (roughly ). This is represented by the heavily shaded
region in Figure 2.8.

. Again, this is exactly equal to a chance that a negative deviation from the
mean will exceed two standard deviations.

o

6. From these two statements the chance that a deviation in either direction
will exceed two standard deviations is 0.0456 (roughly ;'5 or 0.05)

A probability statement concerning some normally distributed quantity y is
often best expressed in terms of a standardized normal deviate or unit normal
deviate,

The quantity z is said to have a distribution that is N(0,1), that is, z has a normal
distribution with a mean 5 = 0 and a variance 02 = 1. We can therefore rewrite
the previous statements as follows:

I. Pty > n+0) =Pr(y =) > 0] = Pr[(r‘%l) > 1] =Pr(z>1)=
0.1587

Pr(z < —1) = 0.1587

Pr(|z| > 1) = 0.3174

Pr(z > 2) = 0.0228

Pr(z < —2) = 0.0228

Pr(jz| > 2) = 0.0455

= NS VR

Using Tables of the Normal Distribution

In general, to determine the probability of an event y exceeding some value Yo,
that is, Pr(y > vp), you compute the normal deviate zo = (yo — 17)/o and obtain
Pr(z > 7o) from a computer program or from Table A at the end of this book.
(The probabilities associated with the normal deviate are also available on many
hand-held calculators.) For example, given a normal population with mean » = 39
and variance 02 = 16, what is the probability of obtaining an observation greater
than 42, that is, Pr(v > 42)? The normal deviate z = (42 — 39)/4 = 0.75 and the
required probability is Pr(z > 0.75) = 0.2266. As a second example, given that
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the distribution is N (39, 16), what is the probability that an observation will lie
in the interval 38 <y < 42)? The answer is 0.3721. To visualize this problem
(and similar ones), it is helpful to sketch a normal distribution located with mean
— 39 with a standard deviation o = 4 and shade in the area in question. Table
A at the end of this book gives the arca in the upper tail of the standardized

distribution, that is, Pr{z > z0).*

Exercise 2.7. The percent methanol in batches of product has an upper speci-
fication limit of 0.15%. Recorded data suggest the methanol observations may
be characterized by a normal distribution with mean 7 = 0.10% and standard
deviation o = 0.02%. What is the probability of exceeding the specification?

Exercise 2.8. The upper and lower specification limits on capacitance of ele-
ments within a circuit are 2.00 to 2.08 pF. Manufactured capacitors can be
purchased that are approximately normally distributed with mean n = 2.50 uF
and a standard deviation of 0.02 nF. What portion of the manufactured product
will lie inside the specifications?

2.6. NORMAL PROBABILITY PLOTS

A normal distribution is shown in Figure 2.9a. Suppose the probability of an
occurrence of some value less than x be given by a shaded area P. If you now
plot P against x, you will obtain the sigmoid cumulative normal curve as in
Figure 2.9b. Normal probability plots adjust the vertical scale (see Fig. 2.9¢) so
that P versus x is displayed as a straight line.

Now consider the dots in Figure 2.9a representing a random sample of 10
observations drawn from this normal distribution. Since the sample size is 10,
the observation at the extreme left can be taken to represent the first P = 10% of
the cumulative distribution so you would plot this first observation on Figure 2.9b
midway between zero and 10%, that is, at 5%. Similarly, the second observation
from the left can be taken as representative of the second 10% of the cumulative
distribution, between 10 and 20%, and it is plotted at the intermediate value 15%.
{\s expected, these sample values approximately trace out the sigmoid curve as
in Figure 2.9b. Thus, when the same points are plotted on a normal probability
scale, as in Figure 2.9¢, they plot roughly as a straight line. Most computer
software programs provide normal probability plots. Many offer comments on
the adequacy of fitted lines and identify points either on or off the line. We
believe that such commentary should be treated with some reserve and what to
do about it is best left to the investigator. Scales for making your own normal
Probability plots are given in Table B at the end of this book. Intercepts such that
P; = 100(i — 0.5)/m are given for the frequently needed values m = 15, 31, 63,
16, 32, 64. Instead of identifying the ordinates by percentages, it is common to

* Other normal tables may consider other areas, for example, that Pr(z < zg) or Pr(0 < z < 2p).
When you use a normal table, be sure to note which arca (probability) is associated with z.
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Figure 2.9. Normal distribution and the normal probability plot.

use as an alternative the normal scores (the number of standard deviations from
the mean), also shown in Figure 2.9c¢.

Using Normal Probability Plots

Normal plots are used not so much for the purpose of checking distributional nor-
mality; a very large sample would be needed to do that. They can however point to
suspect values that may have occurred. A further important application of normal
probability plots is in the analysis of experiments using factorial and fractional
factorial statistical designs. These applications are discussed in Chapters 5 and 6.

An Estimate of o from the Normal Plot

The slope of the normal plot can provide an approximate estimate of the standard
deviation 0. As you will see from Figure 2.9¢, if you read off the value of x for
probabilities 16%, 50%, and 84%, then an estimate of o is equal to the distance
on the x axis between the 16% and 50% points, or between the 50% and 84%
points, or half the distance between the 16% and 84% valucs.

2.7. RANDOMNESS AND RANDOM VARIABLES

Suppose you knew the distribution p(y) of the population of heights of recruits in
the Patagonian arimy and suppose that a recruit was selected randomly. Without
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seeing him, what do you know of his height? Certainly you do not know it
exactly. But it would be incorrect to say you know nothing about it because,
knowing the distribution of heights of recruits, you can make statements of the
following kind: The probability that the randomly chosen recruit is shorter than
yp inches is Fo; the probability that he is taller than ¥, inches but shorter than y,
inches is P;. A quantity y, such as the randomly drawn recruit’s height, which is
not known exactly but for which you know the probability distribution is called

a random variable.

Statistical Dependence

Suppose you were considering two characteristics, for example, the height y,
in inches and the weight y; in pounds of the population of recruits. There will
be a distribution of heights p(v{) and of weights p(y;) for these soldiers; thus
the height and weight of a randomly drawn recruit have probability distributions
and are random variables. But now consider the probability distribution of the
weights of all recruits who were 75 inches tall. This distribution is written as
p(y2 | ¥1'=175). Itis called the conditional distribution of weight y> given that y,
is 75 inches (the vertical slash stands for the word “given”). Clearly, you would
expect the conditional distribution p(y2 | y1 = 75) for the weights of recruits who
were 75 inches tall to be quite different from, say, the conditional distribution of
weights p(y2 | y1 = 65) of recruits 65 inches tall. The random variables height
¥ and weight y» would be said therefore to be statistically dependent.

Now suppose that y3 was a measure of the 1Q of the recruit. It might well be
true that the conditional distribution of IQ would be the same for 75-inch recruits
as for a 65-inch recruit. That is,

pP(3ly =75) = p(ys|vi = 65)

If the conditional distribution was the same whatever the height of the recruit, then

pP(yln) = p(y3)

and y; and y; would be statistically independent.

The Joint Distribution of Two Random Variables

With. height y) measured to the nearest inch and weight ¥2 to the nearest pound,
consider the joint probability of obtaining a recruit with height 65 inches and
weight 140 pounds. This probability is denoted by Pr(y; = 65, y» = 140). One
way of finding recruits of this kind is (1) to pick out the special class of recruits
weighing 140 pounds and (2) to select Sfrom this special class those recruits who
are 65 inches tall. The required joint probability is then the probability of finding
A recruit who weighs 140 pounds multiplied by the probability of finding a recruit
Who is 65 inches tall given that he weighs 140 pounds. In symbols we have

Pr(y; = 65, y2» = 140) = Pr(y; = 140) x Pr(y; = 65 | y2 = 140)
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You could have made the selection equally well by first picking the class with
recruits with the desired heu,ht and then selecting from this class those with the
required weight. Thus, it is equally true that

Pr(y, = 65, y2 = 140) = Pr(y; = 65) x Pr(y» = 140 | y, = 65)

Parallel relationships apply to probability densities. Thus, if p(y;, y2) is the
joint density associated with specific (exact) values of two random variables y,
and y;, that density can always be factored as follows:

PO, y2) =pQ) X p(y2 | 1) =p(y2) x p(yi | »2)

A Special Form for the Joint Distribution of Independent Random
Variables

If yy and y, are statistically independent, then p(y; | y;) = p(¥2). Substitution
of this expression into p(y;, y2) = p(y1) x p(y2 | y1) shows that in the special
circumstance of statistical independence the joint probability density may be
obtained by multiplying individual densities:

P(y1.y2) = p(n) X p(y2)

A corresponding product formula is applied to probabilities of events, Thus, if
y3 was a measure of IQ independent of height y,, the probability of obtaining a
recruit with an 1Q greater than 130 and a height greater than 72 inches would
be given by the product of the two probabilities:

Pr(y; > 72, y3 > 130) = Pr(y; > 72) x Pr(y; > 130)

The product formula does not apply to variables that are statistically dependent.
For instance, the probability that a randomly chosen recruit weighs over 200
pounds (y, > 200) and measures over 72 inches in height (¥, > 72) cannot be
found by multiplying the individual probabilities. The product formula does not
hold in this instance because p(y; | y;) is not equal to p(y:) but rather depends
on yi.

These arguments generalize to any number of variables. For example, if i, y2.
.+« ¥n are independently distributed random variables and y(o, ¥20, ..., Yno are
particular values of these random variables, then

Pr(y; > ¥10. ¥2.> Y200+ -+« ¥a > Yno) = Pr(y1 > y10) X Pr(y2 > y20)

X oo X Pr(yn > Yng)

Application to Repeated Scientific Observations

In the examples above yi, y3, ..., ¥o represented different kinds of variables—
height, weight, IQ. These formulas also apply when the variables are observations
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of the saine phenomena. Suppose that v, ys, -. ., ¥» are measurements of specific
gravity recorded in the order in which they were made. Consider the first observa-
tion y1. Suppose it can be treated as a random variable, that is, it can be characterized
as a drawing from some population of first observations typified by its density func-
tion p(y1). Suppose the subsequent observations ys, y3, ..., ¥, can be similarly
treated and they have density functions p(yi), p(y2), pO3)s .- .. p(yn), respec-
tively. If y1, ¥2, .., yo are statistically independent, then p(¥1, ¥20eeey Yu) =
p(1) X p(y2) X+ -+ x p(¥a). And if p(y1), p(y2), p(y3), - .., p(ya) are not only
independent but also identical in form (had the same location, spread. and shape),
then these n repeated observations would be said to be independently and identi-
cally distributed (often shortened to 1ID). In that case the sample of observations
Y1, Y2, - ++» Yu 18 as if it had been generated by random drawings from some fixed
population typified by a single probability density function p(y). If in addition the
common population distribution was normal, they would be normally, identically,
and independently distributed (often shorted to NIID). The nomenclature 11D and
NIID is used extensively in what follows.

2.8. COVARIANCE AND CORRELATION AS MEASURES OF LINEAR
DEPENDENCE

A measure of linear dependence between, for example, height y; and weight ya is
their covariance. Just as their variances are the mean values of the population of
squared deviations of observations from their means, so their covariance (denoted
by Cov) is the mean value of the population of the products of these deviations
Y1 —m with y, — nz. Thus,

2
2

Vi =E(y —n)?=0l, VO =Em-m)i=o

and
Cov(yn y2) = EGn —m)(ya — ) = Y = m)(32 = m2)/N

In particular, if y1 and y, were independent, Cov(yy, y2) would be zero.*

In practice, recruits that deviated positively (negatively) from their mean height
}Jv'ould tend to deviate positively (negatively) from their mean weight. Thus pos-
itive (negative) values of y; — n; would tend to be accompanied by positive
(negative) values of y2 — 12 and the covariance between height and weight would
be positive. Conversely, the covariance between speed of driver reaction and
alcohol consumption would likely be negative; a decrease in reaction speed is.
associated with an increase in alcohol consumption, and vice versa.

The covariance is dependent upon the scales chosen. If, for example, height
Was measured in feet instead of inches, the covariance would be changed. A

;rhc converse is not true. For example, suppose, apart from error, that y; was a quadratic function
of y2 'lhnl plotted like the letter U. Then, although y; and y, would be statisticully dependent, their
Covariance could be zero, '
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“scaleless covariance™ called the correlation coefficient identified by the symbol
p(y1, y2) or simply p (the Greek letter rho) is obtained by dividing the cross
product of the deviations y; — 1, and y; — 12 by 07 and o, respectively. Thus

Yy — 'y — 779 C v Yo Ny
o= p(yhyz)zb.[()l m) (y2 n-)] _ Covivi.ya) _ _Cov(yi, y2)

(o o g} 0,02 VV(1)V(y2)

Equivalently, we can write Cov(y;, y2) = po,03.
The sample correlation cocfficient between y; and y; is then defined as

S UESAS ATIEY

152

The numerator in this expression is called the sample covariance, and 5| and s,
are the sample standard deviations for y; and ys.

Exercise 2.9. Compute the sample correlation coefficient for these data:

yi (height in inches) 65 68 67 70 75
vy (weight in pounds) 150 130 170 180 220

Answer: 0.83.

Serial Dependence Measured by Autocorrelation

When data are taken in sequence, there is usually a tendency for observations
made close together in time (or space) to be more alike that those taken farther
apart. This can occur because disturbances, such as high impurity in a chemical
feedstock or high respiration rate in an experimental animal, can persist. There
are other instances where consecutive observations are less alike than those taken
farther apart. Suppose, for example, that the response measured is the apparent
monthly increase in the weight of an animal calculated from the differences of
monthly weighings. An abnormally high increase in weight recorded for QOctober
(perhaps because of water retention) can result in an unusually low increase being
attributed to November.

If sufficient data are available, serial correlation can be seen by plotting each
observation against the immediately proceeding one (y, vs. »—;). Similar plots
can be made for data two intervals apart (v, vs. y,—2), three units apart, and so on.
The corresponding correlation coefficients are called autocorrelation coefficients.
The distance between the observations that are so correlated is called the lag. The
lag k sample autocorrelation coefficient is defined by

= Z(.Vl -V —Y)
£ Z(}"r. - Y)Z
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Exercise 2.10. Compute ry for these data: 3,6,9,8,7,5,4.
Answer: 0.22.

Note: There is little point in calculating autocorrelation coefficients fo.r S}xch sx‘nalll
samples. The above exercise is included only to help gain an appreciation of the
meaning of the formula for r. Standard software programs can quickly provide
all sample autocorrelations up to any desired lag k. The plot of r; versus k is
called the sample autocorrelation function.

2.9. STUDENT’S ¢t DISTRIBUTION

You saw earlier that if you assume normality and you know the standard deviation
o you can determine the probability of y exceeding some value y; by calculating
the normal deviate zg = (yop — 1)/0 and thus Pr(z > z9) = Pr(y > yp) from the
tabled normal distribution. For example, suppose the level of impurity in a reac-
tor is approximately normally distributed with a mean n =4.0 and a standard
deviation o = 0.3. What is the probability that the impurity level on a randomly
chosen day will exceed 4.4? Here yp = 4.4, 7 = 4.0, and o = 0.3, so that

yow—n 44-40
= ? - =133
=Ty 03

From Table A at the end of this book you can determine that Pr(z > 1.33) =
0.0918. There is thus about a 9% chance that the impurity level on a randomly
chosen day will exceed 4.4,

In practice o is almost always unknown. Suppose, then, that you substitute in
the equation for the normal deviate an estimate s of o obtained from n observa-
tions themselves. Then the ratio

Yo—n
S

! =

has a known distribution called Student’s distribution.* Obviously a probability
calculated using the ¢ distribution must depend on how reliable is the substituted
value s. It is not surprising therefore that the distribution of + depends on the
number of degrees of freedom v = n — 1 of 5. The 7 distributions for v =1, 9,
and oo are shown in Figure 2.10.

Thus, suppose that the estimated standard deviation s was 0.3 and was based
On seven observations. Then the number of degrees of freedom would be 6

and the probability of a randomly drawn observation exceeding 4.4 would be
obtained from 44— 40
Yo—n 4=
s 0.3

'T{we { distribution was first discovered in 1908 by the chemist W. S. Gosset, who worked for the
Guiness brewery in Dublin and wrote under the pseudonym “Student.”

to
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Figure 2,10. The ¢ distribution for v =1, 9, 50.

The corresponding probability Pr(r > 1.33) when ¢ has six degrees of freedom
can be calculated by your computer or from Table El at the end of this volume.
The value of Pr(r > 1.33) is found to be about 12%, which, as might be expected,
is somewhat larger than the 9% found assuming that o was known.

As illustrated in Figure 2.10, when the number of degrees of freedom v
is small, uncertainty about s results in a greater probability of extreme devia-
tions and hence in a “heavier” tailed ¢ distribution. The following values for
Pr(t > 2) illustrate the point:

v = oc (normal distribution) Pr(t > 2) =2.3%
v=9 Pr(r > 2) =3.8%
v=1 Pris > 2) = 14.8%

Except in the extreme tails of the distribution, the normal distribution provides
a rough approximation of the 7 distribution when v is greater than about 15.

Random Sampling, Independence, and Assumptions

Random sampling is a way of physically inducing statistical independence. Imag-
ine a very large population of data with values written on tickets placed in @
lottery drum. Suppose that after the tickets were thoroughly mixed two tickets
were drawn at random. We would expect the number on the first ticket to be
statistically independent of that on the second. Thus, random sampling would
ensure the validity of what was called the IID assumption. The. obscrvations
would then be identically and independently distributed. This means that }hc
individual distributions are the same and that knowing one tells you nothing
about the others.

It would be nice if you could always believe the random sampling modfil
because this would ensure the validity of the IID assumption and produce certain
dramatic simplifications. In particular, it would endow sample statistics such s
¥y with very special properties.



,9 STUDENT'S 7 DISTRIBUTION a1
The Mean and Variance of the Average y for Independent Identically
pistributed Observations

If the random sampling model is appropriate so that the errors are IID, we have the
simple rule that ¥ varies about the population mean n with variance o%/n. Thus

0.'2
E(@) =n, V(Y) = -;1"'

[However, when observation errors are not independent but correlated, the expres-
sion for the variance of ¥ contains a factor C that depends on the degree of their
correlation, that is, V(¥) = C x (o2/n). For independent data C =1 but for
autocorrelated data it can deviate greatly from this value. If, for example, n = 10
and only the immediately adjacent observations were autocorrelated, the factor
C could be as large as 1.9 for positively autocorrelated observations or as small
as 0.1 for negatively correlated observations. (See Appendix 2A.) Thus different
degrees of lag 1 autocorrelation can change V (¥) by a factor of 19! It would be
disastrous to ignore important facts of this kind.]

Random Sampling Distribution of the Average y

To visualize what is implied by the expressions E(¥) =7 and V(3) = 0?/n,
suppose that a very large number of white tickets in a white lottery drum represent
the population of individual observations y and that this population has mean p
and variance o2. Now suppose you randomly draw out a sample of n = 10 white
tickets, calculate their average y, write it down on a blue ticket, put the blue
lfckel in a second blue lottery drum, and repeat the whole operation many many
times. Then the numbers in the blue drum, which now form the population of
averages ¥, will have the same mean 7 as the original distribution of white tickets
but with a variance ¢2/n, which is only one nth as large as that of the original
observations.

The original distribution of the individual observations represented by the
drum of white tickets is often called the parent distribution. Any distribution
%fl:]nvcd fropl t_his parent by random sampling is called a sampling distribution.
d us Q1e distribution of numbers shown on the blue tickets in the blue lottery

fum 1s called the sampling distribution of ¥.

Approach to Normality of the Sampling Distribution of 7

::’néz?;'?; r::u;'formulas for the mean and variance of ¥, we must assume the
matier Whatp Ing model is appropriate, but t!les'e fqrmulas wou}d remain true no
distribution wwasl the shape of the parent dlSt'l’lt?llthI‘l. In particular, the parent
trated jn pi ) ould not need to be normal._lf it is not norm.al,‘ then, as is illus-
the Standqrg ‘;C 2..1.1, on the random sampling model averaging not only reduces
diStribuu:m ] Cvialion by a factor of 1/4/n but also simultaneously produces a

or y that is more nearly normal. This is because of the central limit
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Figure 2.11. Distribution (b) is for the average of n = 10 observations randomly sampled from the

skewed distribution (a).

effect discussed earlier. In summary, then, on the 11D hypothesis appropriate for

random sampling:

Parent Distribution Sampling Distribution
for Observations y for Averages y
Mean n n
Variance o? o?/n
Standard deviation o o/Jn
Form of parent Any* More necarly normal than

distribution

the parent distribution

N

*This statement applies to all parent distributions commonly mel in practice. It is not true for certain
mathematical toys (e.g., the Cauchy distribution), which need not concern us here.
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2.10. ESTIMATES OF PARAMETERS

The quantity y is the average of the parli?ular sample_of observations that happens
to be available. Without further assumption there is little more you can say about
it. If, however, the observations can be regarded as a random sample from some
p(.)pulation with mean 7 and variance o2, then

1. 7 has for its mean the mean value n of the parent population and
2. 7 varies about n with standard deviation o'/./n.

Thus, as you imagine taking a larger and larger sample, ¥ tends to lie closer and
closer to 7. In these circumstances it is reasonable to regard y as an estimate of
. Similarly, it may be shown that 52 has a mean value o2 and varies about that
value also with a standard deviation proportional to 1/+/1n — 1. On the statistical
assumption of random sampling, therefore, you can regard 52 as an estimate of 02,

The problem of choosing statistics to estimate parameters in the best way
possible is complicated, depending heavily, as you might guess, on the definition
of “best.” The important point to remember is that it is the IID assumption,
appropriate to the hypothesis of random sampling, that endows estimates with
special distributional properties.

Sampling Distributions of a Sum and a Difference

Interest often centers on the distribution of the sum Y of two independently
distributed random variables y4 and yg. Let us supposé that y, has a distribution
with mean 4 and variance aﬁ and yp has a distribution with mean g and
variance or;;. What can we say about the distribution of ¥ = y4 + yz?

Again you could illustrate this question by considering lottery drums each
with appropriate populations of A and B tickets. Imagine that after each random
drawing from drum A to obtain y, another random drawing is made from drum
B to obtain yp, and the sum Y = y, + yg is written on a red ticket and put in
a.third lottery drum. After many such drawings what could you say about the
distribution of the sums written of the red tickets in the third lottery drum?

It turns out that the mean value of sum Y is the sum of the mean values of
Ya and yp:

EQY)=E(a+ys)=E(ya) + E(yg) =na +np

a?d it can be shown for independent drawings that the variance of ¥ is the sum
of the variances of ¥a and yp:

VIY)=V(ya+yp) =0} + ¥
Correspondingly, for the difference of two random variables

E(Y)=E(ys —yg) = E(ya) = E(yz) =04 — nig
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and for independent drawings
V(¥Y)=V(ya—ys)=0%+0}

The result for the difference follows from that of the sum, for if you write —yp =
Yp» then, of course, the variance does not change, V(yg) = V(yp), and thus

V(ya —¥8) = V(ya+yp) =02 + 0

These results for the sum and the difference do not depend on the form of the
parent distributions; and, because of the central limit effect, the distributions of
both sum and difference tend to be closer to the normal than are the original
parent distributions. If, then V4 and yp are independent drawings from the same
population with vanance o? or, alternatively, from different populations having
the same variance o2, the variance of the sum and the variance of the difference
are identical, that is,

V(ys + ys) = 207, V(ya —yp) = 207

2.11. RANDOM SAMPLING FROM A NORMAL POPULATION

The following important results are illustrated in Figure 2.12 on the assumption
of random sampling from a normal parent population or equivalently on the
NIID assumptions. If a random sampling of n observations is drawn from a
normal distribution with mean 5 and variance o2, then:

1. The distribution of ¥ is also normal with mean 7 and variance o?/n.

2. The sample variance s” is distributed independently of ¥ and is a scaled
x? (chi-square) distribution having v = n — 1 degrees of freedom, This is
a skewed distribution whose properties are discussed later.

3. The quantity (¥ — n)/(s//n) is distributed in a r distribution with v =
n — 1 degrees of freedom. :

In the illustration in Figure 2.12 n =5 so that v = 4. Result 3 is particularly
remarkable because it allows the deviation ¥ — 5 to be judged against an estimate
of the standard deviation s/./n obtained from internal evidence from the sample
itself. Thus, no external data set is needed to obtain the necessary Student’s
t reference distribution provided the assumption of random sampling from a
normal distribution can be made.

Standard Errors

The standard deviation of the average, s//n, is the positive square root of the
variance of the average and is often referred to as the “standard error” of the
average also the square root of the variance of any statistic constructed from a
sample of observations is commonly called that statistic’s standard error.
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Sufficiency of ¥ and s2
If the assumptions of random sampling from a normal distribution are exactly
satisfied, Flsher showed that all the information in the 5'1mp1e Yis ¥ cves Y

about 1.and o2 is contained in the two quantities ¥ and s2. These statlsucs are
then said to be jointly sufficient estimates for 7 and o2.

2.12. THE CHI-SQUARE AND F DISTRIBUTIONS

Two important distributions, again derived on the assumption of random sampling
from normal distributions, are the x2 (chi-square) distribution, from which you
can obtain the distribution of the sample variance 52, and also the F distribution
from which you can obtain the ratio of two sample variances.

The Chi-Square Distribution

Suppose that z,, 2, .. . Z, are a set of v (nu) independently distributed unit normal
deviates, each having a mean zero and a variance unity. Then their sum of squares
S 22 =22+ 22 + -+ + 22 has a distribution of special importance, called a x*
(chi-square) distribution. The number of independent squared normal variables
determines the important parameter of the distribution—the number of degrees of
freedom v. We use the symbol ~ to mean *is distributed as” so that

v

2._,2
2 u~

u=l1

means that ) ,_, z2 has a chi-square distribution (is distributed as x?) with
v degrees of freedom. Thus, the sum of squares of v independent unit normal
deviates has a chi-square distribution with v degrees of freedom.

The x2 distribution has mean v and variance 2v. It is skewed to the right, but
the skewness becomes less as v increases, and for v greater than 50 the chi-square
distribution is approximately normal. You can determine probabilities associated
with this distribution using an appropriate computer program or from the percent-
age points of the x2 distribution given in Table C at the end of this book. The curve
in Figure 2.11a is that of a x2 distribution having v = 3 degrees of freedom.

Distribution of Sample Variances Calculated from Normally Distributed
Data

The following results are true on the N1ID assumptions; specifically it is supposed
that yi, y2, ..., y, are normally, mdependent and identically distributed random
variables having mean n and variance o2. Since z, = (y, — n)/o is normally
distributed with mean zero and variance unity (a unit normal deviate), the sum of
squares Y z2 of deviations from the population mean has a chi-square distribution
with v = n degrees of freedom, that is,

}:(yu - 77)2

~~ xz
o? n
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For the “natural" variancc estimate §2, appropriate when the population mean is

known, §2 =3 (y. —m)*/n, it follows therefore that
()
ns?
o2
or, equivalently, )
3.2 ~ 'O;"Xz
n n

The much more common circumstance” is that in which » is unknown and the
sample average ¥ must be used instead of the population mean. The standardized
sum of squares of deviations from ¥ has a chi-square distribution withv =n —1
degrees of freedom. Thus

T0u=

o2 n—1

and since s2 = Y (y, — N/ (n — 1), it follows that (n — 1)s>/a® ~ x>, or,
equivalently, s* ~ [02/(n — 1)]x2_,. The distribution of s? is thus a scaled chi-
square distribution with scale factor o~ / (n-=1).

The F Distribution of the Ratio of Two Independent Sample Variances

Suppose that a sample of n, observations is randomly drawn from a normal
distribution having variance o}, a second sample of n, observations is randomly
dmwn from a second normal distribution having variance a, , So that the estimates
s; and s} of the two population vananccs have v) = ny — | and U2 =y — 1
degrees of freedom respectively. Then s /ol is dnstnbut«,d as x2 /v and s3/a3
i$ distributed as x‘, /vz, and the ratio ( x‘, / v xl,, /va) has an F distribution with
vy and vy degrees of freedom. The probabllny points for the F distribution are
given in Table D at the end of this book. Thus

or, equijvalently,

Residuals

When 1 and o2 are known, they completely define the normal distribution, and
the standardized residuals
=3 On-3) (¥n =)

*
§ S §

* The natural standard deviation has an important application discussed later.
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or equivalently the relative magnitudes of the residuals

Yi —_5'.')’2—?'-”;)’;:—:}7

from such a distribution are informationless. The other side of the coin is that,
when a departure from the hypothesis of random sampling from a normal popu-
lation occurs, these residuals can provide hints about the nature of the departure,

A First Look at Robustness

The NIID assumptions, or equivalently the assumption of random sampling from
a normal distribution, are never exactly true. However, for many important pro-
cedures, and in particular comparisons of means, the results obtained on NIID
assumptions can frequently provide adequate approximations even though the
assumptions are to some extent violated. Methods that are insensitive to spe-
cific assumptions are said to be robust to those assumptions. Thus methods of
comparing means are usually robust to moderate nonnormality and inequality of
variance. Most common statistical procedures are, however, highly nonrobust to
autocorrelation of errors. The important question of the robustness of statistical
procedures is discussed in greater detail in later chapters.

Exercise 2.11. The following are 10 measurements of the specific gravity y of
the same sample of an alloy:

Date October 8 October 9 October 10 October 11 October 12
Time AM PM AM PM AM PM AM PM. AM PM
¥ 0.36721 0.36473 0.36680 0.36487 0.36802 0.36396 0.36758 0.36425 0.36719 0.36333

(a) Calculate the average y and standard deviation s for this sample of n = 10
observations.

(b) Plot the residuals y — ¥ in time order.

(c) It is proposed to make an analysis on the assumption that the 10 observa-
tions are a random sample from a normal distribution. Do you have any
doubts about the validity of this assumption?

2.13. THE BINOMIAL DISTRIBUTION

Data sometimes occur as the proportion of times a certain event happens. On spe-
cific assumptions, the binomial distribution describes the frequency with which
such proportions occur. For illustration, consider the strategy of a dishonest gam-
bler Denis Bloodnok, who makes money betting with a biased penny that he
knows comes up heads, on the average, 8 times out of 10. For his penny the
probability p of a head is 0.8 and the probability g =1 — p of a tail is 0.2.
Suppose he bets at even money that of n = 5 tosses of his penny at least four
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will come up heads. To make his bets appropriately, Bloodnok calculates the
probability, with five tosses, of no heads, one head, two heads, and so on. With
y representing the number of heads, what he needs are the n + 1 = six values:

Pr(y = 0),Pr(y = 1), ..., Pr(y = 5)

Call the tossing of the penny five times a rial and denote the outcome by listing
the heads (H) and tails (T) in the order in which they occur. The outcome y = 0
of getting no heads can occur in only one way, so

Pr(y=0)=P(TTTTT)=¢gxqgxqxqxqg=g"=02°=0.00032

The outcome of just one head can happen in five different ways depending on
the order in which the heads and tails occur, Thus

Pry=1)=Prf(HTTTT)+P(THTTT)+P(TTHTT)
+P(TTTHT)+P(TTTT H)

and Pr(y =1) =5pq* =5 x 0.8 x 0.2* = 5 x 0.000128 = 0.00640. The out-
come of just two heads can happen in 10 different ways (orderings):

HHTTT) MHTHTT) HTTHT) MHTTTH) (THHTT)
(THTHT) (THTTH) (TTHHT) (TTHTH) (TTTHH)

Thus Pr(y =2) = 10p2q3 = 10 x 0.8% x 0.23 = 0.05120, and so on. Evidently,
to obtain Pr(y) for any y, you must

1. calculate the probability p¥q"~Y of y heads and n — y tails occurring in
some specific order and

2. multiply by the number of different orderings in which y heads can occur
in n throws: This is called the binomial coefficient and is given by

(n) _ n!

y/ ytn—=y)!

where n! is read as n factorial and is equal to n x (n —1) x (n —2) x
e x 2 x 1.

_ Thus the binomial distribution showing the probability of obtaining y heads
In some order or other when there are n throws is

n! v n—y
n_y)!P q

Pr(y) = (3) P = —
y yi(
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Table 2.2. Binomial Distribution for y Heads in n Trials Whenp =0.8 andn =8§

5 5!
Number of Heads y (;) = }'(5_-\)'. prg"? Pr(y)
0 1 0.00032 0.00032
1 S 0.00128 0.00640
2 10 0.00512 0.05120
3 10 0.02048 0.20480
4 5 0.08192 0.40960
5 ! 0.32768 0.32768
1.00000

For Bloodnok's problem the distribution of the number of heads is calculated in
Table 2.2 and plotted in Figure 2.13a.

In this way Bloodnok calculates that using his biased penny the probability of
at least four heads [given by Pr(4) + Pr(5)] is about 0.74. For the fair penny
Pr(4) + Pr(5) yields a probability of only 0.19 (see Fig. 2.13b). Thus a wager at
even money that he can throw at least four heads appears unfavorable to him.
But by using his biased penny he can make an average of 48 cents for every
dollar bet. (If he bets a single dollar on this basis 100 times, in 74 cases he will
make a dollar and in 26 cases he will lose a dollar. His overall net gain is thus
74 — 26 = 48 dollars per 100 bet.)

Exercise 2.12. Obtain Pr(y) for y =0, 1,2,...,5 for five fair pennies and con-
firm that Pr(4) 4+ Pr(5) = 0.19. What would Bloodnok’s average profit or loss be
if we accepted his wager but made him use fair pennies?

Answer: A loss of 62 cents for every dollar bet.

Exercise 2.13. Using a standard deck of 52 cards, you are dealt 13. What is the
probability of getting six spades? Answer: 0.13.

General Properties of the Binomial Distribution

The binomial distribution might be applied to describe the proportion of animals
surviving a certain dosage of drug in a toxicity trial or the proportion of manu-
factured items passing a test in routine quality inspection. In all such trials there
are just two outcomes: head or tail, survived or died, passed or failed. In general,
it is convenient to call one outcome a success and the other a failure. Thus we
can say the binomial distribution gives the probability of y successes out of a
possible total of n in a trial where the fixed probability of an individual success
is p and of a failureis ¢ =1 — p.
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Figure 2.13. Binomial distributions for different choices. of p: (a) p = 0.8 and n = 5 (Bloodnok's

distribution); (b) p = 0.5 and n = 5 (distribution for fair penny).
Mean and Variance of the Binomial Distribution
The mean and variance of the binomial distribution are

n=np, o’=npq

Thus the standard deviation is o = ./fpq. For the gambler’s trial of five tosses
of the biased penny n =5 x 0.8 =4.0 and o = /5 x 0.8 x 0.2 = 0.89, as illus-
trated in Figure 2.13a.

Distribution of the Observed Proportion of Successes y /n

In some cases you may wish to consider not the number of successes but the
proportion of successes y/n. The probability of obtaining some value y/n is the
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same as the probability of obtaining y, so

()= (5) e

The distribution of y/n is obtained simply by rescaling the horizontal axis of
the binomial distribution Pr(y). Thus Figure 2.14a shows the distribution of y

r)=l16
-—
=179
0.2+
) 0.1+
o
]

$ 4t 1 1t t 1
0123 456 78 9101112131415 1617 18 1920

y—

(a)

n=028
—
a=0.089
02

T 01

>

o

1 1 i | | |

0 01 02 03 04 05 06 07 08 09 1.0

Figure 2,14, Normal approximation to binomial: (a) number of successes; (b) proportion of suc-
cesses; (¢) normal approximalion showing tail area with Yates adjustment.
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Figure 2.14. (continued)

successes for p = 0.8 and n = 20. Figure 2.14b shows the distribution of the
proportion p = y/n of successes using the same ordinates. The observed pro-
portion y/n is p, an estimate of the probability p.*

Approach to Normality of the Binomial Distribution

In Figures 2.14a,b,c the continuous line shows a normal distribution having the
same mean and standard deviation as the respective binomial distribution. In
general, the normal approximation to the ordinates of the binomial distribution
steadily improves as n increases and is better when p is not near the extremes
of zero or unity. A rough rule is that for n > 5 the normal approximation will
be adequate if the absolute value of (1/4/n)(/q/p — «/p/q) is less than 0.3.

Yates Adjustment

In the above a continuous normal distribution is being used to approximate a
discrete binomial distribution. A better normal approximation for Pr(y > yp) is
obtained by adding % to the value of yg. Thus, for a binomial distribution with p =
0.5 and n =20, Pr(y > 14) = 2.06%, The approximately normal distribution
using the same mean n = 10.0 and standard deviation 2.24 gives Py(y > 14) =
3.18%. A much better approximation is provided with Yates adjustment P(y >

14.5) = 2.21%. If you imagine Figure 2.14¢ drawn as a histogram, you can easily
see why.

* A caret over a symbol or group of symbols means “an estimate of." Thus j is read “an estimate
or p."
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2.14. THE POISSON DISTRIBUTION

If in the expression for the binomial distribution

n!

Pr(y) = { ' } prq"

yin—1y)

the quantity p is made smaller and smaller ut the same time as n is made larger
and larger so that n = np remains finite and fixed, it turns out that Pr(y) tends
closer and closer to the limit,

e"nn}'
y!

-

Pr(y) =

This limiting distribution is called the Poisson distribution after its discoverer.
The distribution has the property that the probability of a particular value depends.
only on the mean frequency 7. For the Poisson distribution 7 is also the variance
of the distribution. Thus 7 is the only parameter of the distribution. This limiting
distribution is of importance because there are many everyday situations, such as
the occurrence of accidents, where the probability p of an event at a particular
time or place is small but the number of opportunities » for it to happen are large.

In general let y be the intensity of an event, that is, the count of the number
of times a random event occurs within a certain unit (breaks per length of wire,
accidents per month, defects per assembly). Then, so long as this intensity is not
influenced by the size of the unit or the number of units, the distribution of y is
that of the Poisson distribution with n the mean number of counts per unit..

To illustrate, when Henry Crun is driving his car, the probability that he will
have an accident in any given minute is small. Suppose it is equal to p = 0.00042.
Now suppose that in the course of one year he is at risk for a total of n = 5000
minutes. Then, although there is only a small probability of an accident in a
given minute, his mean frequency of accidents per year is np = 2.1 and is not
small. If the appropriate conditions* apply his frequency of accidents per year
will be distributed as a binomial distribution with p = 0.00042 and n = 5000,
shown in the first row of Table 2.3.

Thus you see that in 12.2% of the years (about 1 in 7) Henry would have no
accidents. In 25.7% of years (about | in 4) he would have one accident, and so
on. Occasionally, specifically in (4.2 + 1.5+ 0.4 + 0.1)% = 6.2% of the years
he would have five accidents or more.

Now consider the record of his girlfriend Minnie Bannister, who is a better
driver than Henry. Minnie’s probability p’ of having an accident in any given
minute is p' = 0.00021 (half that of Henry's), but since she drives a total of
10,000 minutes a year (twice that of Henry), her mean number of accidents per
year is 5y = n’'p’ = 2.1, the same as his. If you study the individual frequencies

* An important assumption unlikely to be true would be that the probability of an accident in any
given minute remains constant, irrespective of traffic density.
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of accidents in Table 2.3 you will see that not only Minnie’s mean but also Min-
nie’s distribution of accidents is virtually the same as Henry’s. Her distribution
of accidents per year calculated from the binomial formula with n' = 10, 000 and
p’ = 0.00021 is shown in the second row (b) of Table 2.3.

For both Minnie and Henry the mean frequency of accidents per year is n =
2.1 Now consider the same probabilities calculated from the Poisson distribution.
They are

CPr(0) =e ' =0.12246,  Pr{l) = ¢~*! x 2.1 = 0.25716
Pr(2) = e~2! x (2.1%)/2 = 0.27002. etc.

and are given in Table 2.3(c) and plotted in Figure 2.154. You will see that they
approximate very closely the values calculated from the binomial distributions,
The limiting Poisson distribution is important because it can approximate many
everyday situations where the probability p of an event at a particular time or
place is small but the number of opportunities »n for it to happen is large.

For example, consider the problem faced by a manufacturer of raisin bran
cereal who wants to ensure that on the average 90% of spoonfuls will each contain
at least one raisin. On the assumption that the raisins are randomly distributed in
the cereal, to what value should the mean 5 of raisins per spoonful be adjusted
to ensure this? To solve this problem, imagine a spoonful divided up into raisin-
sized cells, the number n of cells will be large, but the probability of any given
cell being occupied by a raisin will be small. Hence, the Poisson distribution

"1

2.1
o=V2.1=1.45
-

l.
0123458678
(a)

0

=10
; oc=Y10=3.16

[ ———

01234 56 7 89 10111213141516 1718 1920-
(b)

Figure 2.15. Poisson distributions for (a) # = 2.1 and (b) n = 10.
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should supply a good approximation. The required probability is 1 — probability
of no raisins, Thus you require that 1 — ¢~ = 0.90, that is, n = log, 10 = 2.3.
Hence the manufacturer should ensure that on the average there are 2.3 raisins
in every spoonful.

When 7 Is Not Too Small, the Poisson Distribution Can Be Approximated
by the Normal Distribution

As the mean frequency (count) increases, the Poisson distribution approaches the
normal distribution quite quickly. Thus the Poisson distribution with = o2 = 10
in Figure 2.15b has ordinates well approximated by the normal distribution. When
employing the normal approximation to compute the tail areas of a Poisson
distribution Yates adjustment should be used, that is, you use yg 4+ 0.5 instead
of y, in the normal approximation. For example, Pr(y > 13) is approximated by
the area under the normal curve to the right of y = 13.5.

Additive Property of the Poisson Distribution

The Poisson distribution has an important additive property. If y;, ¥2, ..., yi are
observations from independent Poisson distributions with means 1y, 73, ..., M,
then Y = y; + y2 + - - - + yi also has a Poisson distribution with mean n, + n; +
R o/

Sum of Normalized Squared Deviations Approximately Distributed
as Chi Square

If y follows the Poisson distribution with mean # and n is of moderate size
(say greater than 5), the quantity (y — n)/./7 is very approximately a standard
normal deviate and its square (y — 7)2/n is distributed approximately as x? with
one degree of freedom. It follows that if yy, y2,..., yx are k observations from
independent Poisson distributions with means 7y, 72, ..., 7 then

k. .

j—m)? _ 2

2 TN
=

where the notation & means ‘is approximately distributed as’.
In words, the sum of the observed minus the expected frequencies squared

divided by the expected frequerncy is approximately distributed as chi square with
k degrees of freedom.

APPENDIX 2A. MEAN AND VARIANCE OF LINEAR COMBINATIONS
OF OBSERVATIONS

Suppose y,, y2, y3 are random variables (not necessarily normal) with means
M, N2, N3, variances o, 07, a3, and correlation coefficients p;2, p13, p23. The
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mean and the variance of the linear combination Y = ay, 4+ a3y2 + a3y3, where
ay, az, a3 are any positive or negative constants, are, respectively,

E(Y) =am +azn: + axns
and
V(Y) = alo} + ajo} + a303 + 2a1a:0102012 + 241430103013 + 22030203023

These formulas generalize in an obvious way. For a linear combination ¥ =
3 r_ja;yi of n random variables

E(Y)= Zamf

i=1

and, V(Y) will have n “squared” terms like a;"of and n(n — 1)/2 cross-product
terms like 2a;a;0;0;p;;. Specifically

VY) = Zaza“-{-ZZ Z a;a;0;0;p;j
i=l j=i+]

Notice that o;0;p;; is the Cov(y;, ¥;), so that you can also write

V() = Zan(y,) +zz Za,a, Cov(y;, ¥;)

i=1 j=il

Variance of a Sum and a Difference of Two Correlated Random Variables

Since a sum y, + y; can be written as (+1)y; + (41)y; and a difference y; — y
as (+Dy + (=Dy,

V(i +y2) = 0 + 0f +2p 120102
V(y; — ») = o] + 07 —2pnaio;

You will see that, if the correlation between y; and y, is zero, the variance of
the sum is the same as that of the difference. If the correlation is positive, the
variance of the sum is greater; if the correlation is negative, the opposite is true.

No Correlation

Consider the statistic Y,

Y =ay1+azya+-+-+anyn
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a linear combination of n random variables yy,y,,..:, y» each of which is
assumed uncorrelated with any other; then

2 2 2
V{Y) = (112012 +a§ai +---+a,o,

No Correlation, Equal Variances

If, in addition, all the variances are equal, £(Y) remains as before and

V() =(al+a}+---+a)o’

Variance of an Average of n Random Variables with All Means Equal to 5
and All Variances Equal to a2

Since

y + i el ol / 1 1 1
T LI R
n n. n

r"

y=
n

the average is a linear combination of observations with all the a's equal to 1/n,
Thus, given the assumptions, £(y) = n and for the variance of the average ¥,

v =(L+ls i l)orotpr T

)y = Lt — e — g = —0" = —

) n*  n? n? n? n

the formula for the variance of the average used earlier.

Variance of the Average y for Observations That Are Autocorrelated
at Lag 1

As illustrated earlier, the linear statistic Y = ) _;_, a;y; has expectation (mean)

i
EY)=) am
i=l

and variance

n n n
V() = Zafaﬁ +2Z Z 0;a;0;0;p;j
i=1

i=1 j=i+l
Suppose now that all the observations y;, ya, ..., y. have a constant variance o2

a.nd the same lag 1 autocorrelation p; ;41 = p;. Suppose further that all correla-
tions at greater lags are zero. Then

Y=ny=yi+yr+- 4
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and making the necessary substitutions, you get

2
Ve =Cx =

where 2 :

It may be shown that for the special case being considered p; must lie between
—0.5 and +0.5. Consequently C lies between (2n — 1)/n and 1/a. Thus, for
n = 10, the constant C lies between 1.9 and 0.1, (A range of nineteen!) Now
for observations taken in sequence serial dependence is almost certain, so the
consequence of ignoring it can be disastrous. (see e.g., Box and Newbold, (1971)).
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QUESTIONS FOR CHAPTER 2

1. What are a dot diagram, a histogram, and a probability distribution?

2. What is meant by a population of observations, a sample of observations, a
random drawing from the population, and a random sample of observations?
Define population mean, population variance, sample average, and sample
variance.

3. Distinguish between a standard deviation and a standard error.
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4.
5.
6.
7.
8.
9.

10.

11.

12.

13.

14.

15.

What is the central limit effect and why is it important?

What does a normal distribution look like and why is it important?
What two parameters characterize the normal distribution?

What is meant by the IID assumption and the NIID assumption?
When must a ¢ distribution be used instead of a normal distribution?

What are statistical dependence, randomness, correlation, covariance, auto-
correlation, random sampling, and a sampling distribution?

What are the properties of the sampling distribution for the average ¥ from
a nonnormal distribution? Discuss and state your assumptions?

What are the sampling distributions of ¥, s, and t = (¥ — n)/(s/+/n) from
a normal distribution. Discuss and state your assumptions,

What are the formulas for the expectation and variance for the sum and for
the differences of two random variables? How might these formulas be used
to check for lagl autocorrelation.

Consider the second difference Y = y; — 2y;-1 + ¥;-2. What is the variance
of Y if successive observations y;,i = 1,2, ..., n, all have the same variance
and are (a) independent and (b) autocorrelated with p = 0.2?

Two instruments used to measure a certain phenomenon give separate res-
ponses y; and y, with variances 0’| and a'2;. What are two ways to determine
whether these instrumental responses are correlated? Answer: (a) Estimate p
from repeated pairs of y; and y, and (b) use the sums and difference of the
responses.

What is meant by the natural variance and natural standard deviation of a
sample of observations?

PROBLEMS FOR CHAPTER 2

Whether or not specifically asked, the reader should always (1) plot the data in
any potentially useful way, (2) state the assumptions made, (3) comment on the
appropriateness of the assumptions, and (4) consider alternative analyses.

1.

2.

Given the following observations: 5, 4, 8, 6, 7, 8. Calculate (a) the sample
average, (b) the sample variance, and (c) the sample standard deviation.

The following are recorded shear strengths of spot welds (in pounds): 12,560,
12,900, 12,850, 12,710. Calculate the average, sample variance, and sample
standard deviation.
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3. Four ball bearings were taken randomly from a production line and their
diameters measured. The results (in centimeters) were as follows: 1.0250,
1.0252, 1.0249, 1.0249. Calculate the average, sample variance, and sample

standard deviation,

4. (a) The following are results of fuel economy tests (miles per gallon) obtained
from a sample of 50 automobiles in 1975:

17.74
15.88
14.57
17.13
12.57

13.67
14.94
14.93
11.52
13.46

12.17
16.10
12.90
14.46
13.15

14.23
13.66
14.01
17.46
13.70

12.22
16.74
12.81
14.20
16.53

15.81
9.79
14.43
14.67
14.98

13.89
17.54

14.95.

16.90
13.60

16.63.

13.08
16.35
15.92
14.57

16.47
17.43
16.25
11.34
13.34

11.40
14.57
15.65
16.02
15.72

Plot the histogram of these data and calculate the sample average and

sample standard deviation.

(b) The following 50 results were obtained in 1985:

24.57
22.19
25.10
25.12
21.67

28.27
25.18
23.59
27.18
25.46

24.79
24.37
28.03
25.27
22.15

26.57
27.42
26.98
24.69
28.84

25.84
22.74
29.34
27.65
26.32

24.35
23.21
25.27
23.05

2542

2535
23.38
2441
27.95
24.05

30.04
25.10
25.84
23.37
21.76

Plot the histogram of these data and calculate the sample average and
sample standard deviation. Considering both data sets, comment on any
interesting aspects you find. Make a list of questions you would like
answered that would allow you to investigate further.

5. If a random variable has a normal distribution with mean 80 and standard
deviation 20, what is the probability that it assumes the following values?

(a) Less than 77.4
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7.

10.

(b) Between 61.4 and 72.9

(¢) Greater than 90.0

(d) Less than 67.6 or greater than 88.8
(e) Between 92.1 and 95.4

(H) Between 75.0 and 84.2

(g) Exactly 81.7

Suppose the daily mill yields at a certain plant are normally distributed with
a mean of 10 tons and a standard deviation of 1 ton. What is the prob-
ability that tomorrow the value will be greater than 9.5? To obtain your
answer, assume that the observations behave as statistically independent ran-
dom variables.

Four samples are taken and averaged every hour from a production line and
the hourly measurement of a particular impurity is recorded. Approximately
one out of six of these averages exceeds 1.5% when the mean value is
approximately 1.4%. State assumptions that would enable you to determine
the proportion of the individual readings exceeding 1.6%. Make the assump-
tions and do the calculations. Are these assumptions likely to be true? If not,
how might they be violated?

. Suppose that 95% of the bags of a certain fertilizer mix weigh between 49

and 53 pounds. Averages of three successive bags were plotted, and 47.5%
of these were observed to lie between S1 and X pounds. Estimate the value
of X. State the assumptions you make and say whether these assumptions
are likely to be true for this example.

For each sample of 16 boxes of cereal an average box weight is recorded.
Past records indicate that 1 out of 40 of these averages is less than 8.1
ounces. What is the probability that an individual box of cereal selected at
random will weigh less than 8.0 ounces? State any assumptions you make.

The lengths of bolts produced in a factory may be taken to be normally
distributed. The bolts are checked on two *go-no go” gauges and those
shorter than 2.9 or longer than 3.1 inches are rejected,

(a) A random sample of 397 bolts are checked on the gauges. If the (true
but unknown) mean length of the bolts produced at that time was 3.06
inches and the (true but unknown) standard deviation was 0.03 inches,
what values would you expect for n;, the number of bolts found to be
too short, and n3, the number of bolts found to be too long?

(b) A random sample of 50 bolts from another factory are also checked.
If for these ny = 12 and na = 12, estimate the mean and the standard
deviation for these bolts. State your assumptions,
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13.

14.
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The mean weight of items coming from a production line is 83 pounds.
On the average, 19 out of 20 of these individual weights are between 81
and 85 pounds. The average weights of six randomly selected items are
plotted. What proportion of these points will fall between the limits 82 and
84 pounds? What is the precise nature of the random sampling hypothesis
that you need to adopt to answer this question? Consider how it might be
violated and what the effect of such a violation might be on your answer.

After examination of some thousands of observations a Six Sigma Black Belt
quality engineer determined that the observed thrusts for a certain aircraft
engine were approximately normally distributed with mean 1000 pounds and
standard deviation 10 pounds. What percentage of such measured thrusts
would you expect to be

(a) Less than 985 pounds?
(b) Greater than 1020 pounds?
(c) Between 985 and 1020 pounds?

On each die in a set of six dice the pips on each face are diamonds. It is
suggested that the weight of the stones will cause the “five” or “six™ faces
to fall downward, and hence the “one” and “two” faces to fall upward, more
frequently than they would with fair dice. To test this conjecture, a trial is
conducted as follows: The throwing of a one or two is called a success. The
six dice are thrown together 64 times and the frequencies of throws with
0,1,2,...,6 successes summed over all six pairs are as follows:

Successes out of six (numberofdice 0 1 2 3 4 5 6
showing a one or two)
Frequency 0O 4 19 15 17 7 2

(a) What would be the theoretical probability of success and the mean and
variance of the above frequency distribution if all the dice were fair?

(b) What is the empirical probability of success calculated from the data and
what is the sample average and variance?

(¢) Test the hypothesis that the mean and variance have their theoretical
values.

(d) Calculate the expected frequencies in the seven “cells” of the table on
the assumption that the probability of a success is exactly %

(e) Can you think of a better design for this trial?

The level of radiation in the control room of a nuclear reactor is to be
automatically monitored by a Geiger counter. The monitoring device works
as follows: Every tenth minute the number (frequency) of “clicks” occurring
in ¢ seconds is counted automatically. A scheme is required such that if the
frequency exceeds a number ¢ an alarm will sound. The scheme should have
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15.

the following properties: If the number of clicks per second is less than 4,
there should be only 1 chance in 500 that the alarm will sound, but if the
number reaches 16, there should be only about 1 change in 500 that the alarm
will not sound. What values should be chosen for r and ¢? Hint: Recall that
the square root of the Poisson distribution is roughly normally distributed
with standard deviation 0.5. [Answer: t = 2.25, ¢ = 20 (closest integer to

20.25).]

Check the approximate answer given for problem 14 by actually evaluating
the Poisson frequencies.






CHAPTER3

Comparing Two Entities: Reference
Distributions, Tests, and Confidence
Intervals

In this chapter we discuss the problem of comparing two entities experimentally
and deciding whether differences that are found are likely to be genuine or merely
due to chance. This raises important questions concerning the choice of relevant
reference distributions with which to compare apparent differences and also the
uses of randomization, blocking, and graphical tests.

3.1. RELEVANT REFERENCE SETS AND DISTRIBUTIONS

In the course of their scientific careers Peter Minerex and his wife Rita Stove-
ing had to move themselves and their family more than once from one part
of the country to another. They found that the prices of suitable houses varied
considerably in different locations. They soon determined the following strategy
for choosing a new house. Having found temporary accommodation, they spent
some time merely looking at houses that were available. In this way they built
up in their minds a “reference set™ or *reference distribution” of available values
for that particular part of the country. Once this distribution was established,
they could judge whether a house being considered for purchase was modestly
priced, exceptionally (significantly) expensive, or exceptionally (significantly)
Inexpensive.

The method of statistical inference called significance testing (equivalently
hypothesis testing) parallels this process. Suppose an investigator is considering a
particular result apparently produced by making some experimental modification
to a system., He or she needs to know whether the result is easily explained by

Statistics for Experimenters, Second Edition. By G. E. P. Box, J. S. Hunter, and W. G. Hunter
Copytight ® 2005 John Wiley & Sons, Inc;

67



68 3 REFERENCE DISTRIBUTIONS, TESTS, AND CONFIDENCE INTERVALS

mere chance variation or whether it is exceptional, pointing to the effectiveness
of the modification. To make this decision, the investigator must in some way
produce a relevant reference distribution that represents a characteristic set of
outcomes which could occur if the modification was entirely withous effect. The
actual outcome may then be compared with this reference set. If it is found to
be exceptional, the result is called statistically significant. In this way a valid
significance test may be produced.

Validity

The analogy with pricing a house points to a very important consideration:
Minerex must be sure that the reference set of house prices that he and his wife
are using is relevant to their present situation. They should not, for instance, use
a reference set appropriate to their small country hometown if they are look-
ing for a house in a metropolis, The experimenter must be equally discerning
because many of the questions that come up in this and subsequent chapters turn
on this issue.

In general, what is meant by a valid significance test is that an observed
result can be compared with a relevant reference set of possible outcomes. If the
reference set is not relevant, the test will be invalid.

The following example concerns the assessment of a modification in a manu-
facturing plant. The principles involved are of course not limited to this applica-
tion and you may wish to relate them to an appropriate example in your own field.

An Industrial Experiment: Is the Modified Method (B) Better Than the
Standard Method (A)?

An experiment was performed on a manufacturing plant by making in sequence
10 batches of a chemical using a standard production method (A) followed by 10
batches using a modified method (B). The results are given in Table 3.1. What
evidence do the data provide that method B gives higher yields than method A?

To answer this question, the experimenters began very properly by plotting the
data as shown in Figure 3.1 and calculating the averages obtained for methods
A and B. They found that

¥, =8424,  Fy=8554

where you will recall the bar over the symbol y is used to denote an arithmetic
average. The modified method thus gave an average that was 1.3 units higher—a
change that although small could represent significant savings. However, because
of the considerable variability in batch to batch yields, the experimenters worried
whether they could reasonably claim that new process B was better or whether the
observed difference in the averages could just be a chance event. To answer this
question, they looked at the yields of the process for the previous 210 batches.
These are plotted in Figure 3.2 and recorded in Table 3B.1 at the end of this



3

1 RELEVANT REFERENCE SETS AND DISTRIBUTIONS

Yield

92

80

86

84

82

80

Table 3.1. Yield Data from an Industrial Experiment

Time Order Method Yield
1 A 89.7
2 A 814
3 A 84.5
4 A 84.8
5 A 87.3
6 A 79.7
7 A 85.1
8 A 81.7
9 A 83.7
10 A 84.5
11 B 84.7
12 B 86.1
13 B 83.2
14 B 91.9
15 B 86.3
16 B 79.3
17 B 82.6
18 B 89.1
19 B 83.7
20 B 88.5
¥4 =84.24 yg =85.54
Ya—Y¥a =130
Process A Process B
B °
)
o
| [ J
[
- ° ]
o ® ¢ ° °
— - .
L
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e
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11 1213 14 15§16 17 18 19 20
Time order

Figure 3.1. Yield values plotted in time order for comparative experiment.
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Figure 3.2, Plot of 210 past observations of yield from indusirial process.
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Figure 3.3.- Reference distribution of 191 differences between averages of adjacent sets of 10
observations.

book. They used these 210 yield values to determine how often in the past had
differences occurred between averages of successive groups of 10 observations
that were at least as great as 1.30. If the answer was “frequently,” the investigators
concluded that the observed difference could be readily explained by the ordinary
chance variations in the process. But if the answer was “rarely,”™ a more tenable
explanation would be that the modification has indeed produced a real increase
in the process mean.

The 191 differences between averages of two successive groups of 10 obser-
vations* are plotted in Figure 3.3 and recorded in Table 3B.2. They provide a rel-
evant reference set with which the observed difference of 1.30 may be compared.

It is seen that rather rarely, specifically in only nine instances, do the differ-
ences in the reference set exceed 4 1.30, the difference observed in the actual trial.

*These )91 differences were computed as follows. The first, —0.43, was obtained by subtracting
the average 83.94 of batches | to 10 from average 83.51 of batches 11 to 20. This calculation was
repeated using the averages calculated from batches 2 to 11 and 12 to 21 and so on through the data
of Table 3.2. ‘
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The “null” hypothesis, which would make the observed difference a member of
the reference set, is thus somewhat discredited. In statistical parlance the inves-
tigators could say that, in relation to this reference set, the observed difference
was statistically significant at the 9/191 = 0.047 level of probability or, more
simply stated, at the 4.7% significance level.

This test using the external reference distribution has appeal because it assumes
very little. In particular, it does not assume normality or that the data are inde-
pendent (and in particular not autocorrelated). It supposes only that whatever
mechanisms gave rise to the past observations were operating during the plant
trial. To use an external reference distribution, however, you must have a fairly
extensive set of past data that can reasonably be regarded a typifying standard
process operation.

A Recognizable Subset?

One other important consideration in sceking an appropriate reference set is that
it does not contain one or more recognizable subsets. Suppose that after more
careful study of the 210 previous data in the industrial experiment it was found,
for example, the first 50 values were oblained whén the process was run with
a different raw material; then this would constitute a recognizable subset which
should be omitted from the relevant reference set.

Similarly, if Peter and Rita were to be relocated, say, in Florida, they might
decide that houses that did not have air conditioning were a recognizable subset
that should be excluded from their reference set. Later in this chapter you will
see how you might tackle the problem when you have no external reference
distribution. But there you will also find that the importance of using a relevant
reference set which does not contain recognizable subsets still applies.

Exercise 3.1. Suppose that the industrial situation was the same as that above
except that only 10 experimental observations were obtained, the first 5 with
method A (89.7, 81.4, 84.5, 84.8, 87.3) and the next 5 with B (80.7, 86.1,
82.7, 84.7, 85.5). Using the data in Table 3B.1, construct an appropriate ref-

erence distribution and determine the significance associated with ¥, — 3, for
this test,

Answer: 0.082.

Exercise 3.2. Consider a trial designed to compare cell growth rate using a
standard way of preparing a biological specimen (method A) and a new way
(method B). Suppose that four trials done on successive days in the order A,
A,. B, B gave the results 23, 28, 37, 33 and also that immediately before this
trial a series of preparations on successive days with method A gave the results
25, 23, 27, 31, 32, 35, 40, 38, 38, 33, 27, 21, 19, 24, 17, 15, 14, 19, 23, 22.
Using an external reference distribution, compute the significance level for the

null hypothesis 74 = 75 when the alternative is 73 > 154. Is there evidence that
B gives higher rates than A.



72 3 REFERENCE DISTRIBUTIONS, TESTS, AND CONFIDENCE INTERVALS

Answer: The observed significance level is 0/17 = 0. Evidence is that B gives
higher growth rates.

Random Samples from Two Populations

A customary assumption is that a set of data, such as the 10 observations from
method A in the plant trial, may be thought of as a random sample from a
conceptual population of observations for method A. To visualize what is being
assumed, imagine that tens of thousands of batch yields obtained from standard
operation with method A are written on cards and placed in a large lottery drum,
as shown diagrammatically at the top of Figure 3.4. The characteristics of this
very large population of cards are represented by the distribution shown in the
lower part of the same figure. On the hypothesis of random sampling the 10
observations with method A ‘would be thought of as 10 independent random
drawings from lottery drum A and hence from distribution A. In a similar way
the observations from modified method B would be thought of as 10 random
drawings from lottery drum B and hence from population B.

A null hypothesis that you might wish to test is that the modification is entirely
without effect. If this hypothesis is true, the complete set of 20 observations can be
explained as a random sample from a single common population. The alternative
hypothesis is that the distributions from which the two random samples are drawn,

(a2 gl = ro s manfan g
Hypothetical C; 87.3 Hypothetical
population A iﬁ‘@ population B
(standard method) {modified method)
Sample A
)
S0 90
Ng —»
Na —» N 75 —
Ya—
80 80
Hypothetical probabllity Available sample Hypothetical probability Available sample
distribution characterizing from population A distribution characterizing  from population 8
population A population 8

Figure 3.4. Random sampling from two hypothetical distributions.
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though otherwise similar, have different means n, and 1. (You should note that
neither distribution A nor distribution B is necessarily normal.)

Why It Would Be Nice If We Could Believe the Random Sampling Model

The assumption that the data can be represented as random samples implies the
y’s are independently distributed about their respective means. Thus the errors
Y1 = NAs Y2 = NAs s Y10 = DA Y11 = 1By Y12 — B+ -+ -, Y20 — Np could be sup-
posed to vary independently of one another and in particular the order in which
the runs were made would have no influence on the results.

Industrial Experiment: Reference Distribution Based on the Random
Sampling Model

Suppose for the industrial example that you had no external reference distribution
and the only data available were the two sets of 10 yields obtained from methods
A and B given in Table 3.1. Suppose you assumed that these were random
samples from populations of approximately the same the form (and in particular
the same variance o2) but with possible different means 14 and ng. Then the
following calculations could be made.

Calculation of the Standard Error of the Differences in Averages

If the data were random samples with n4 = 10 observation from the first popula-
tions and ng = 10 observations from the second, the variances of the calculated
averages would be
2 2
g o
Vv = —, V(yp) = —
(¥4) - (¥s) "

Also, y, and ¥ would be distributed independently, so that

2 2
~ log a 1 1
V@ —Fa)=—+— =0’ (——+—)
na Np na ng

Thus the standard deviation of the conceptual distribution of the difference of

averages would be
/ 1 1
V —_ — — —
VVQGA—Yp)=0 na + na

You will also remember that the square root of the variance of a statistic is often
called the standard error of that statistic.

Even if the distributions of the original observations had been moderately non-
normal, the distribution of the difference ¥ — ¥, between sample averages with
ng = na = 10 would be expected to be nearly normal because of the central limit
effect. On this assumption of random sampling and denoting the true population
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difference by § = ng — na.

— (Fp—¥a)—8
aJl/ng+1/n,

would be approximately a normal deviate.

Estimating the Variance o from the Samples

Suppose now that the only evidence about the variance o2 is from the ns = 10
observations from method A and the ng = 10 observations from method B. These
sample variances are

D 0a=3a 75784

.9

4 = = 8.42
54 IIA—] 9

, (2 —¥8°  119.924
s%,:z o PO _3m

ng— 1 9

On the assumption that the two population variances for methods A and B are to
an adequate approximation equal, these estimates may be combined to provide
a pooled estimate s* of this common o2, This is done by adding the sums of
squares of the errors and dividing by the sum of the degrees of {reedom,

2 2 A=TF+ D s —TFe)? 75784+ 119.924

= 10.
* ng+ng=—2 18 9.87

On the assumption of random normal sampling, s? provides an estimate of o2
with nq +npg — 2 = 18 degrees of freedom distributed independently of ¥z —
¥ 4. Substituting the estimate s for the unknown @, you obtain

[ = (Yp—¥a)—9
s/l /ng +1/n,

in which the discrepancy [(7, — ¥4) — 8] is compared with the estimated stan-
dard error of ¥z — V4. On the above assumptions, then, this quantity follows a
t distribution with v =ng 4+ n4 — 2 = 18 degrees of freedom.

For the present example ¥, — ¥4 = 1.30 and s4/1/ns + 1/ng = 1.47. The
significance level associated with any hypothesized difference 8 is obtained by
referring the statistic

o 1.30 = &y

07 147
to the ¢ table with 18 degrees of freedom. In particular (see Table 3.2), for the
null hypothesis 8y = 0, to = 1.30/1.47 = 0.88 and Pr(r > 0.88) = 19.5%. This

differs substantially from the value of 4.7% obtained from the external reference
distribution. Why?



3.1 RELEVANT REFERENCE SETS AND DISTRIBUTIONS 75

Table 3.2. Calculation of Significance Level Based on the Random Sampling
Hypothesis

Method A Method B ng=10 ng =10

89.7 84.7 Sum = 842.4 Sum = 855.4
81.4 86.1 Average y, = 84.24 Average ¥p = 85.54
84.5 83.3

84.8 91.9 Difference y5 —~ ¥4 = 1.30

87.3 86.3 —_ —

79.7 79.3 Z;% — (X ya)?/na =75.784 }:y,z, ~ (X yg)?/ng = 119.924
85.1 82.6 — —

81.7 89.1

83.7 83.7

84.5 88.5

Pooled estimate of a2: 2= 13784+ 119924 195.708 = 10.8727

10+10-2 18
with v = 18 degrees of freedom

1 1y 2
Estimated variance of ¥ — ¥,:  §° (—— + -—) ==

Ny ng - ﬁ
2 10.8727
Estimated standard error of ¥ — ¥,4: 55- = 5 = 1.47
oo 8= ¥a) ~do
0 s/l/ng 4 1/ny
, 1.30 , .
Fordp =0, g = a7 = 0.88 with v = 18 degrees of freedom

Pr(t > 0.88) = 19.5%

Exercise 3.3, Remove the last two observations from method B (i.e., 83.7 and
88.5) and, again assuming the random sampling hypothesis, test the hypothesis
that ng — s =0.

Answer: s*pooled = 2.5791 with 16 degrees of freedom; t = 1.16/1.47 = 0.78,
Pr(z > 0.78) = 0.228.

Comparing the External and Internal Reference Distributions

Figure 3.5a (similar to Fig. 3.3) displays the reference distribution appropriate
for the statistic Y5 — ¥4 with nq = np = 10 constructed from an external set
of 210 successively recorded observations. As you have seen, for this reference
set Pr[(y¥z —¥4) = 1.30] = 4.7% and the observed difference y5 —y, = 1.30
has a significance probability of 4.7% so that the null hypothesis is somewhat
discredited, and it is likely that ng > na.
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Figure 3.5. (a) Reference distribution based on external data. (b) Reference distribution based on
random sampling model using internal dara. (¢) Plot of y; versus y,—; using the 210 observations
of Table 3.2 showing an estimated correlation (lag-on a autocorrelation) of g = ~0.29.
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In Figure 3.5h, however, you see displayed an appropriately scaled ¢ reference
distribution (v = 18 degrees of freedom) based solely on the internal evidence
contained in the ny + np = 20 observations listed in Table 3.1. This reference
distribution assumes the random sampling model and the observed difference
then has a significance probability of 19.5% which would provide little evidence
against the hypothesis that g — 74 = 0. | '

Why the large disagreement in the probability statements provided by these
two methods of analysis? It was caused by a rather small serial correlation (auto-
correlation) of adjacent observations. The physical reason was almost certainly
as follows. In this particular process the yield was determined by measuring the
volume of liquid product in each successive batch, but because of the design of
the system, a certain amount of product was left in the pipes and pumps at each
determination. Consequently, if slightly less was pumped out on a particular day,
the recorded yield would be low but on the following day it would tend to be
high because the available product would be from both the current batch and any
residual from the previous batch. Such an effect would produce a negative cor-
relation between successive yields such as that found. More frequently in serial
data positive autocorrelation occurs and can produce much larger discrepancies
(see e.g. Box and Newbold, 1971).

Now Student’s ¢ is appropriate on the random sampling hypothesis that the
errors ar¢ not correlated. In which case the variance of an average is V(¥) =
o?/n. However, as noted in Appendix 2A, for autocorrelated data V(¥) can be
very different. In particular, for a series of observations with a single autocorre-
lation of p; at lag 1 (i.e., where each observation is correlated with its immediate
neighbors), it was shown there that the variance of ¥ is not o2/n but

2 . —
o with C=1+2(n l)m

Cx—
n n

Ff)r the 210 successively recorded data that produced the external reference dis-
tribution the estimated lag 1 autocorrelation coefficient is 3, = —0.29. Using
?he above formula for averages of n = 10 observations, this gives an approx-
Imate value C = 0.48. The negative autocorrelation in these data produces a
reduction in the standard deviation by a factor of about v0.48 = 0.7. Thus
the reference distribution obtained from past data in Figure 3.54 has a smaller
Spread than the corresponding scaled t distribution in Figure 3.5b. Student’s
t lest. in this case gives the wrong answer because it assumes that the errors
are independently distributed, thus producing an inappropriate reference
distribution,

You are thus faced with a dilemma: most frequently you will not have past
ta from which to generate an external reference distribution, but because of
fluences such as serial correlation the 1 test based on NIID assumptions will
N0t be valid. Fisher (1935) pointed out that for a randomized experiment the

dilemma might be resolved by using a randomization distribution to supply a
relevant reference set.

da
in
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A Randomized Design Used in the Comparison of Standard and Modified
Fertilizer Mixtures for Tomato Plants

The following data were obtained in an experiment conducted by a gardener
whose object was to discover whether a change in fertilizer mixture applied
to her tomato plants would result in improved yield. She had 11 plants set
out in a single row; 5 were given the standard fertilizer mixture A, and the
remaining 6 were fed a supposedly improved mixture B. The A's and B's
were randomly applied to positions along the row to give the experimental
design shown in Table 3.3. She amrived at this random arrangement by taking
11 playing cards, 5 marked A and 6 marked B. After thoroughly shuffling
them she obtained the arrangemcent shown in the table. The first plant would
receive fertilizer A as would the second. the third would receive fertilizer B, and
S0 on.

Fisher argued that physical randomization such as was employed in this exper-
iment would make it possible to conduct a valid significance test without making
any other assumptions about the form of the distribution.

The reasoning was as follows: the experimental arrangement that was actu-
!

ally used is one of the —]'l—'- = 462 possible ways of allocating 5 A’s and 6 B's
to the 11 trials and any one of the allocations could equally well have been
chosen. You can thus obtain a valid reference set appropriate to the hypothe-
sis that the modification is without effect by computing the 462 differences in
averages obtained from the 462 rearrangements of the “labels.” The histogram in
Figure 3.6 shows this randomization distribution together with the difference in
the averages Y, — ¥4 = 1.69 actually observed. Since 154 of the possible 462
arrangements provide differences greater than 1.69, the significance probability is

Table 3.3. Results from a Randomized Experiment (Tomato Yields in Pounds)

Position in row 1 2 3 4 5 6 7 8 9 10 11

Fertilizer A A B B A B B B A A B

Pounds of 202 114 266 237 253 285 142 179 165 2I.1 243
tomatoes

Standard Modified
Fertilizer A Fertilizer B

29.9 26.6
1.4 23.7
25.3 28.5
16.5 14.2
21.1 17.9

24.3

= 20.84 Fp = 22.53
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Figure 3.6. Randomization distribution with scaled ¢ distribution: tomato plant example.

154/462 = 33%. There was therefore little reason to doubt the null hypothesis
that one fertilizer was as good as the other.

Comparison with the ¢ Test

Writing § for the difference in means ng — 14 on the NIID assumption of random
sampling from a normal population, the quantity (sce Table 3.4 for details)

(Fp—¥4)—38
sl/ng+1/ny

Would be distributed as ¢ with v = ng +n, —2 degrees of freedom. For this
¢xample ¥, — ¥4 = 1.69 so the null hypothesis that § =0 may be tested by
calculating

1.69 -0
=— =044
r=—3; =0
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Table 3.4. Calculation of t for the Tomato Experiment

Tp ~Fa =22.53—20.84 = 1.69

. 2
D ovi- (Z-"A) /ma s, 209.9920

2 _ _ oA _ _
54 na—1 Va 4 52.50
2 ,
., 2 =(X Yo sy 1475333
Sy = = — = ———= =295l
ng—1 U 4
The pooled variance estimate is
4 >)
32= S,\ +SB - \’ASA+UBSB (5250)+5( 95]) =139.73

vp -+ Vg va + Vg 445
withv=n4 +npg—2=v, + vg =9 degrees of freedom

The estimated variance of ¥ — 34 is s (1/ng + 1/n4) = 39.73(1/6 + 1/5) = 14.57.
The standard error of ¥, — ¥, is +/14.57 = 3.82,

(Fa—Fs)—80 _ (22.53-2084)—8 1.69-3
ﬁ(l/n,,+1/u,o V39.73(1/6 + 1/5) 3.82

where §y is the hypothesized value of 8. If §; = 0, then

o =0.44 with v = 9 degrees of freedom
Pr(t > tp) = Pr(t > 0.44) =0.34

and referencing this value to a t table with v =9 degrees of freedom, giving
Pr(r > 0.44) = 34%, as compared with 33% given by the randomization test.
So that in this example the result obtained from NIID theory is very close to
that found from the randomization distribution. A scaled t distribution with the
standard error of ¥5 — ¥, that is, 3.82, as the scale factor is shown together with
the randomization distribution in Figure 3.6. For this example the distributions are
in remarkably good agreement. As Fisher pointed out, the randomization test frees
you from the assumption of independent errors as well as from the assumption
of normality. At the time of its discovery calculation was slow, but with mod-
ern computers calculation of the randomization distribution provide a practical
method for significance testing and for the calculation of confidence intervals.

Exercise 3.4. Given the following data from a randomized experiment, construct
the randomization reference distribution and the approximate scaled  distribution.
What is the significance level in each case?

A B B A B
3 5 5 1 8

Answer: 0.05, 0.04.
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Exercise 3.5. Repeat the above exercise with these data:

B A B A A A B B
32 30 31 29 30 29 31 30

Answer: 0.02, 0.01.

3.2. RANDOMIZED PAIRED COMPARISON DESIGN: BOYS’
SHOES EXAMPLE

Often you can greatly increase precision by making comparisons within matched
pairs of experimental material. Randomization is then particularly easy to carry
out and can ensure the validity of such experiments. We illustrate with a trial on
boys’ shoes.

An Experiment on Boys’ Shoes

The data in Table 3.5 are measurements of the amount of wear of the soles
of shoes worn by 10 boys. The shoe soles were made of two different synthetic
materials, a standard material A and a cheaper material B. The data are displayed
in Figure 3.7 using black dots for material A and open dots for material B. If
you consider only the overall dot plot in the right margin, the black dots and
open dots overlap extensively and there is no clear indication that one material
is better than the other.

But these tests were run in pairs—each boy wore a special pair of shoes,
the sole of one shoe made with material A and the sole of the other with B.
The decision as to whether the left or right sole was made with A or B was

Table 3.5. Boys’ Shoes Example: Data on the Wear of
Shoe Soles Made of Two Different Materials A and B

Boy Material A Material B Differenced = B - A

1 132(L) 14.0(R) 08
2 82L) 8.8(R) 0.6
3 109(R) 11.2(L) 0.3
4 14.3(L) 14.2(R) ~0.1
5  10.2(R) 11.8(L) 1.1
6  6.6(L) 6.4(R) -02
7 9.5(L) 9.8(R) 0.3
8 108(L) 113(R) 0.5
9 8.8(R) 9.3(L) 0.5
10 13.3(L) 13.6(R) 0.3

Average difference d = 0.41
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Figure 3.7. Data on two different materials A and B, used for making soles of boys' shoes.

determined by the flip of a coin. During the test some boys skuffed their shoes
more than others, however for each boy his two shoes were subjected to the same
treatment. Thus by working with the 10 differences B — A most of the boy-to-
boy variation could be eliminated. An experimental design of this kind is called
a randomized paired comparison design. (You will see in the next chapter how
this idea can be extended to compare more than two entities using “randomized
block” designs.)

Notice that while it is desirable that the experimental error within pairs of
shoes is made small it is not necessary or even desirable that the variation berween
pairs be made small. In particular, while you might at first think that it would
be better to make all the tests with the same boy, reflection will show that this
1s not so. If this was done, conclusions might apply only to that particular boy.
By introducing 10 different boys, you give the experiment what Fisher called
a “wider inductive base.” Conclusions drawn now depend much less on the
choice of boys. This idea is a particular case of experimenting to produce robust
products, as discussed later. You might say that the conclusions are robust to the
choice of boys.

Statistical Analysis of the Data from the Paired Comparison Design

Material A was standard and B was a cheaper substitute that, it was feared, might
result in an increased amount of wear. The immediate purpose of the experiment
was to test the hypothesis that no change in wear resulted when switching from
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A to B against the alternative that there was increased wear with material B.
The data for this experiment are given in Table 3.5.

A Test of Significance Based on the Randomization Reference Distribution

Randomization for the paired design was accomplished by tossing a coin. A
head meant that material A was used on the right foot. The sequence of tosses

obtained was

T THTHTTTHT

leading to the allocation of treatments shown in Table 3.5.

Consider the null hypothesis that the amount of wear associated with A and
B are the same. On this hypothesis, the labeling given to a pair of results merely
affects the sign associated with the difference. The sequence of 10 coin tosses is
one of 2'% = 1024 equiprobable outcomes. To test the null hypotheses, therefore,
the average difference 0.41 actually observed may be compared with the other
1023 averages obtained by calculating d for each of the 1024 arrangements
of signs in: _
+08+06+---+£03

10

d=

The resulting randomization distribution together with the appropriately scaled ¢
distribution is shown in Figure 3.8.

—~—

i ] ! I
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-0.4 -0.2 0.0 0.2 0.4
Difference means

Figure 3.8. Randomization distribution and scaled r distribution: boys® shoes example.
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The value d = 0.41 that actually occurred is quite unusual. Only 3 of the 1024
differences produced by the randomization process give values of d greater than
0.41. Using Yates’s continuity correction and including half of the four dlfferences
in which d = 0.41, you get a significance level of 5/1024 = 0.5%. Thus the
conclusion from this randomization test is that a highly statistical significant
increase in the amount of wear is associated with the cheaper material B.

Corresponding and Test

Consider again the ditferences 0.8, 0.6, ..., 0.3. If you accepted the hypothesis
of random sampling of the d’s from a normal population with mean &, you could
use the ¢ distribution to compare d with any chosen value 3¢ of 8. If there were
n differences § — §; then

= 2 ' A2
, d-dF Y d- (Xd) ma _3.030 - 1.681

= = = = 0.
% n—1 n—1 9 145
- ‘ 86
sy = +/0.149 = 0.386 and 55 = 2 _ 93— =0.122

Jno /10

The value of #, associated with the null hypothesis § = § is

t_2-50_0.41—o_34
T s oz T

By referring this to the ¢ table with nine degrees of freedom, you find
Pr(t > 3.4) = 0.4%

which agrees closely with the result of 0.5% given by the randomization distri-
bution.

Exercise 3.6. Given these data from a randomization paired comparison design
and using the usual null hypothesis, construct the randomization distribution and
the corresponding scabbed ¢ distribution and calculate the significance levels
based on each.

B A|A B|A B|B A|A B
7 9(3 58 12111 4[4 6

Exercise 3.7. Repeat the above exercise with the following data

B A|B A|A B|A B|B A|B A|A B |B A
29 29132 30|23 25|36 37|39 38|31 31|27 26|30 27
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A Complementary Graphical Display

As an adjunct to the ¢ test and randomization test, a graphical procedure is
introduced. In Figure 3.9a a dot plot of the residuals d — d supplies a reference
distribution for d. The open dot on the same diagram indicates the scaled average
d x /v =0.41 x 3 = 1.23. The scale factor /v is such that if the true differ-
ence was zero the open circle could be plausibly considered as a member of
the residual reference plot.* In Figure 3.9b a normal plot of the residuals is also
appended. These graphical checks thus lead to the same conclusion as the formal
t test and the corresponding randomization test.

Why the Graphical Procedure?

Since an “exact” ¢t test is available supported by the randomization test, why
bother with the graphical plot? A famous example will explain.

<+——0.41 x Vg ——p
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Figure 3.9, Boys® shoes example: (a) reference dot plot of residuals d' —d and in relation to the
scaled mean; (b) normal plot of the residuals.

'Spcciﬁcally the natural variance of the open dot would be the same as that of the residual dots (see
Appendix 4A for details).






